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ABSTRACT

In order to predict the overall perception of image quality it is necessary to first understand and quantify
the appearance of images. Just as color appearance modeling evolved from traditional colorimetry and
color difference calculations, image appearance modeling evolves from color image difference
calculations. A modular framework for the creation of a color image difference metric has been developed
and tested using several psychophysical datasets. This framework is based upon traditional CIE color
difference equations, and the S-CIELAB spatial extension to the CIELAB color space. The color image
difference predictions have been shown to correlate well with experimental data. The color image
difference framework was extended predict the overall appearance of images by replacing the CIELAB
color space at the heart of the calculations with a color appearance space. An image appearance model
maps the physics of complex image stimuli into human perceptions such as lightness, chroma, hue,
contrast, sharpness, and graininess. A first generation image appearance model, named iCAM, has been
introduced. Through image appearance modeling new techniques for predicting overall image quality,
without the need for intimate knowledge of the imaging system design, can be born.
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1 Introduction

The fundamental nature of image quality can be simultaneously considered obvious and obscure. When

shown two images it is very easy for most people to choose the image they consider to be of higher

quality. Often this is synonymous with choosing the image they prefer. Yet when asked to qualify why

they made the choice, these same people often become silent. The choice was obvious, but why the choice

was made often evades them.

The inability to even qualify our own preferences yields an interesting scientific challenge. How

can we be expected to create a computational model capable of predicting the perception of quality when

we can barely explain our own actions? Luckily, it is generally not necessary to have a complete

understanding of our nervous system in order to make ourselves sit up in the morning. If that were the

case, many people would never get out of bed. Likewise, if we make a decision regarding image quality

often enough, and this decision is consistent, we can learn enough about our own actions to “get out of

bed.”

Image quality modeling has been the focus of research over the course of many years.

Engeldrum1 offers an excellent review of many of the different techniques used in the design and

evaluation of various modeling techniques. The general definition of image quality modeling is the

creation of a mathematical formula that is capable of predicting human perceptions of quality.1

Engeldrum describes two distinct approaches to this mathematical formulation, which he defines as the

impairment and quality approaches. The impairment approach can be thought of as the measurement of

the decrease in quality of an image from some reference or ideal image. This can be extended slightly by

including a measurement of the increase in quality from a reference image if an ideal image does not

exist. The quality approach, as defined by Engeldrum, attempts to model mathematically the quality of an

image directly, without the need for a reference image. This can be thought of as comparing an image

directly against some fundamental ideal mental representation.

These two fundamentally different approaches can be used in a similar context. The context put

forward by Engeldrum, and shown in Figure 1, is the Image Quality Circle.2
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Figure 1. Image Quality Circle, from http://www.imcotek.com

The Image Quality Circle illustrates the fundamental approaches that are generally used to tackle the

problem of image quality modeling. The ultimate goal of any image quality modeling has been defined in

this research as the ability to predict human perceptions of quality. This is illustrated in the top block of

the quality circle, labeled “Customer Image Quality Rating.” To achieve this goal one can travel around

the circle starting at any of the other blocks. In the context of the Image Quality Circle, there are two

distinct approaches (or directions) to arrive at the destination, or goal. These two approaches have been

described as vision-based or systems-based. To clarify the distinction between the two approaches to

image quality modeling, Fairchild3 introduced terminology similar to traditional color imaging. He

described the vision-based approach as device-independent image quality modeling, while the systems-

based approach is described as device-dependent image quality.

1.1 Device-Dependent Image Quality Modeling

Device-dependent image quality modeling can be thought of as traveling throughout the right-hand side

of the Image Quality Circle, as illustrated by the right-hand side of Figure 2.
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Figure 2. Device-Dependent Paths for Image Quality Modeling

Essentially this approach attempts to relate systems variables (or technology variables as shown in the IQ

circle), such as resolution, gamut volume, noise, MTF, and system contrast with overall image quality.

This path would be equivalent to traveling the dark solid path shown in Figure 2. This path is often taken

directly to describe the “quality” of an imaging system. This approach can be both valid and useful, when

careful experimentation has been undertaken to link the system variables to the perception of quality.

Often this approach can be misleading, as the system variable might have little effect on the overall

human perception of quality. For example, saying “Printer X is twice as good as Printer Y, because it has

1200 dpi instead of 600 dpi” might not be valid if the system variable of dpi does not have a direct link to

quality.

A more fundamental approach to systems-based modeling is to relate the system variables

directly to perceptions using psychophysical techniques. This approach can be very successful when there

is complete control of the imaging system. A very structured systems-based approach using these

techniques is described in detail by Keelan and Wheeler.5,6,7 This approach is described in further detail

in Section 2.1.

The psychophysical experimentation necessary to relate the systems variables with human

perception is often difficult to obtain. Several researchers have worked on creating models of the human

visual system to replace the psychophysics. This is the approach taken by Granger’s Subjective Quality

Metric (SQF).8 The SQF model uses properties of the imaging system as well as the human visual system

to relate directly to the perception of quality. This approach is described in further detail in Section 2.2. A

similar approach, though mathematically more complicated, was taken by Barten9 in the Square Root

Integral (SQRI) model, as described below in Section 2.3.
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One important consideration of these systems-based approaches to image quality modeling is the

need to have intimate knowledge of the imaging system itself, either through the independent variables or

through the system-wide MTF (modulation transfer function). This knowledge is most often available

when designing imaging systems, which is where the systems-approach has traditionally been used with

success. The device-dependent approach is not designed for predicting the quality, or quality difference,

of any given image or image pair. To predict image quality regardless of the imaging device used to

obtain the image requires the use of a device-independent image quality model.

1.2 Device-Independent Image Quality Modeling

Device-independent image quality models attempt to predict the human perception of an image without

knowledge of the image origins. The most successful of these models are often referred to as perceptual

models.1,3 The general idea is to model various aspects of the human visual system, and then to use these

models to predict perceptual quality responses. This approach is slightly different from the vision

modeling used in the device-dependent techniques described above. Whereas those models typically are

used to create the link between system variables and quality, they are not generally concerned with

directly modeling appearances. The vision modeling performed in device-dependent image quality is

most often used to generate a single number that correlates system variables with overall quality. The

vision models used for device-independent quality do not necessarily attempt to generate a single “unit of

quality.” Often they are used to formulate individual image perceptions such as sharpness, and

colorfulness. These percepts are referred to as the “nesses” in the context of the Image Quality Circle.

Device-independent image quality modeling falls into the left half of the Image Quality Circle, as shown

in Figure 3.

Figure 3. Device-Independent Paths For Image Quality Modeling
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The input for device-independent image quality modeling can be the image itself, or physical

image parameters. These parameters can be measured aspects of the image, such as graininess and

dynamic range for a hardcopy image. Likewise they can come from careful characterization of the

viewing conditions for softcopy display. The relationship between the percepts such as contrast and

sharpness with the image attributes can then be found using psychophysical experimentation. Ideally,

models of the human visual system can be used to replace or supplement the psychophysics and predict

the perceptual response to the measured image attributes. The individual percepts can then be combined

into a general model of overall quality.

The techniques for device-independent image quality modeling can also be split into the

fundamentally distinct approaches as described by Engeldrum, impairment and quality.1 The quality

approach attempts to model the judgment of image quality directly from the image itself. This might

result from perceptually modeling the “nesses” of an image, perhaps compared to a mental interpretation

of an ideal image. This approach might be considered the penultimate goal of image quality modeling, as

the results might truly model the idealized perception of quality. Such an approach is difficult, as many

aspects of quality can be considered very scene dependent. Many researchers have instead undertaken the

impairment approach, in which image quality is modeled as a function of a reference image. If the

reference image is the mental ideal image, then the impairment approach models a decrease in perceived

quality and should be identical to the quality approach. If the reference is not the ideal image, then the

impairment approach models the difference in quality, whether that change is an increase or a decrease.

One of the overall goals of image quality modeling is to eliminate the need for extensive human

experimentation. It is doubtful that any model can ever replace psychophysical experimentation, so

perhaps a more accurate goal would be to have the image quality models supplement, and guide

experimental design. In order to achieve this goal, it is necessary to model various aspects of the human

visual system. As such, often these device-independent models are described as vision-based perceptual

image quality models. These perceptual models can be further broken down into threshold, and

magnitude models.

Threshold models are typically generated using the impairment approach to image quality

modeling. These models use the properties of the human visual system to determine whether or not there

is a perceptible difference between two images. This “threshold” difference between two images is often

called a Just Noticeable Difference (JND). It is important to note that a threshold model is incapable of

determining the magnitude of the perceived difference, only whether there is a difference at all. Two such

threshold models are Daly’s Visible Differences Predictor (VDP)13 and Lubin’s Sarnoff Model.14 These

models are discussed in detail in Sections 3.1 and 3.2 respectively.
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While it is very beneficial to determine threshold differences between images, this is not

sufficient for building an image quality model. In order to do this, one must also be able to determine the

magnitude of the perceived differences (also called supra-threshold differences). Several vision-based

models are capable of predicting magnitudes of differences. Perhaps the simplest of such models are the

CIE color difference equations, such as CIE DE *
ab. These equations are based on CIE colorimetry, which

is designed to predict matches in simple color stimuli when viewed in a common condition. While the

CIE system was designed specifically for simple color patches on a uniform background, many

researchers have used the color difference equations as a type of image quality model. This approach is

very limited, as it does not take into account many of the properties of the human visual system, such as

spatial vision. Several researchers have extended the basic CIE system to include parameters for spatially

complex viewing conditions. These extensions have been used to create more complete image quality

models. Two such examples are the S-CIELAB22 spatial extension to CIELAB, and the Color Visual

Difference Model (CVDM).23 These models build upon the CIE color difference equations to predict

magnitude differences for complex image stimuli. S-CIELAB and the CVDM are discussed in detail in

Sections 4.1 and 4.2 respectively.

The vision-based models introduced above take into account many properties of the human visual

system, but generally do not try to model the exact physiology of the visual system. Rather, they can be

considered empirical models of the visual system. Several more complicated vision-based models attempt

to follow human physiology to a greater extent. These models do not rely on the CIE color difference

equations for predictions. Generally, these more complex models are capable of predicting a wider range

of spatial and color phenomena. Two such models are the Multiscale Observer Model (MOM)28 and the

Spatial ATD (Achromatic, Tritanopic, Deuteranopic) Model.30 These models are discussed in detail in

Sections 5.1 and 5.2 respectively.

1.3 Research Goals

Of the two paths around the Image Quality Circle described above, the device-independent approach to

image quality modeling appears to be a more generalized approach. The goal of an image quality model is

to mathematically predict human perceptions of quality, so it seems necessary to incorporate a model of

the human visual system into that model. As such, this research has focused on designing and evaluating a

perceptual model capable of measuring image differences, quality and appearance.

This research has generally focused on the impairment approach to image quality, as described by

Engeldrum.1 A description of this approach can be summarized as follows:



18

An image quality metric can be derived as a measure of the perceived

quality difference from an ideal image.

Given an ideal image or an image of perfect “quality” then the impairment approach to image quality is

quite plausible, as one simply needs to figure out how a given image varies from the ideal. This

generalized concept is illustrated in Figure 4 adapted from Fairchild.4

Figure 4. Iconic Representation of Impairment Image Quality Modeling

The image on the left side of Figure 4 represents the “ideal” image. The ideal image can be thought to be

some mental representation of a high-quality image. The other images can then be placed along the

“scale” of image quality, with decreasing quality going to the right. The differences in each of the images

can vary in dimension and type, as those shown represent many changes that might occur in an image

reproduction system. The magnitude of the differences relates to the placement on the quality scale. It

should be noted that all the images represented are just iconic versions and are not meant to accurately

reflect an actual quality scale.

Using this impairment technique as a guideline, a metric capable of predicting perceived

magnitude of differences between images goes a long way towards the ultimate goal of an image quality

model. The first goal of this research is the formulation and evaluation of a color image difference metric.

This metric is based on both spatial and color properties of the human visual system. As it is yet

impossible to create a representation of the mental ideal image, calculating difference from a reference

image is relied upon.

The CIE system of colorimetry and more specifically the CIELAB color space and associated

color difference equations have proven successful in predicting perceived differences in simple color

patches. Likewise, extensions to the CIELAB space, such as the S-CIELAB model have shown that the
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color difference concept can be extended for use with spatially complex digital images in a relatively

straightforward manner. Therefore, it was hypothesized that an image difference metric capable of

predicting both spatial and color differences can be built upon the CIELAB color difference equations.

The resulting calculations create a spatially localized color difference map that should relate to overall

perceived visual differences. This is, in effect, equivalent to sampling a continuous scene with a digital

imaging device and determining perceived color differences at each sample point.

While a metric capable of predicting perceived color differences in images is valuable in its own

right, it is not necessarily adequate for predicting overall image quality differences. Another important

step towards an image quality model is to predict where the differences came from. Determining the

magnitude and direction (or the cause and the amount of) of the differences results in a measurement of

overall perceived image appearance. This can be thought of as predicting the perceptual “nesses” such as

sharpness and colorfulness, along with traditional color appearance correlates such as chroma, lightness,

and hue. Thus, another goal of this research was the creation of a general form for an image appearance

model using the image difference metric as a guideline.

1.3.1 Modular Color Image Difference Framework

The first stage of this research focused on the formulation of a general modeling framework for the

creation of a color image difference metric. This framework can be thought of as a series of guiding

principles and modeling techniques. The general framework allows for aspects of both spatial and color

vision to be utilized in a single unified metric. The color image difference metric was designed with two

important properties: simplicity and extendibility. If there is any hope of a color image difference metric

gaining wide acceptance, the metric must (at the core at least) be relatively simple to understand, calculate

and extend.

A simple model might be unable to predict the complex spatial properties of the human visual

system. By creating a modular framework it should be possible to create a metric that begins as a simple

core, such as the CIE color difference equations, and has more complicated building blocks that can be

added when the complexity of the situation warrants. Modularity allows for any block in the framework

to be removed, replaced, or enhanced with out affecting any of the other blocks.

This concept might be better explained by thinking of the automobile industry. There is a general

framework of an automobile: four wheels, roof, doors, engine, steering wheel, etc. Each of these objects

represents an individual component, or module, of the automobile. When designing a new car, designers

tend to follow the general “car” framework, but are allowed great flexibility in picking the individual

components that make up the car. Often the modular nature of the components allow for great flexibility
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as the choices are mostly independent of each other. For instance the choice of tires does not necessarily

influence the choice of engine or body style. Sometimes the individual components do influence each

other, as the choice of tires must be influenced by the size of the wheels. It is obvious by examining any

busy parking lot that there are many different styles of cars to suit many individual necessities and tastes.

Most of the automobiles are built with the same general “car” framework. The idea behind the modular

color image difference framework is to allow for a similar freedom of choice and design.

1.3.2 Image Appearance and Quality Metrics

A color image difference metric can serve as a basis for the formulation of an image quality

model. Another goal of this research has been the creation of a foundation upon which a computational

image quality model might be built. This foundation combines aspects of the color image difference

metric with aspects of color appearance models, to create an image appearance model. An image

appearance model is capable of predicting image differences as well as the general appearance of images.

An image appearance model should not be limited to the traditional color appearance correlates such as

lightness, chroma and hue. Rather it should supplement those with image correlates such as sharpness,

and contrast. These are often referred to as the “nesses” with regard to Engeldrum’s Image Quality

Circle.2

1.4 Document Structure

This document details the steps followed to achieve the research goals described in the above sections.

Further detail into existing device-dependent and device-independent image quality models will first be

described In Sections 2-5. The lessons learned from these models were used to create the foundation for

the color image difference metric. This modular foundation is described in detail in Section 7. Individual

aspects and features of the color difference model are described in Section 8. As the goal of any image

quality, or image difference model, is to mathematically predict human perceptions, the models must be

evaluated against experimental data. Several psychophysical experiments used to design and evaluate the

model are described in Section 9. The model predictions of these experiments are described in Section 10

and 11. The concept of an image appearance model, as well as an introduction of such a model is

presented in Section 12.
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2 Device-Dependent Image Quality Modeling

Device-dependent modeling concerns itself with the effect an imaging system has on the perception of

overall image quality. There are two measurements needed for this type of quality modeling:

measurement of system variables such as MTF, grain, addressability, and such, and measurement of

perceived image quality obtained through the use of experimental psychophysics. Statistical methods can

then be used to link the system variables to the psychophysically derived quality scales. With this type of

modeling approach, it is often not necessary to understand the system variable being tested. This is

equivalent to thinking “if I turn this knob on this machine, the image quality will decrease.” In the above

example the quality scale is directly linked to the amount the “knob” is turned, without having to

understand what turning the knob actually does to the output images.

Device-dependent modeling relies heavily on physical measurement of system variables as well

as psychophysical experiments. This type of model has proven to be very successful for design and

evaluation of many imaging systems. The following sections review one such unified approach to device-

dependent modeling, described by Keelan5,6 and Wheeler.7 The need to perform extensive psychophysical

experimentation to create the image quality scales used in this type of modeling might be seen as a

drawback to these techniques. To reduce the need for exhaustive psychophysics several researchers have

attempted to create a front-end model of the human visual system that combines with the modeling

techniques of the imaging systems themselves. Two such models are Granger’s SQF metric8, and Barten’s

SQRI metric.9,10

2.1 System Modeling

Researchers at Eastman Kodak have a very precise technique for device-dependent image quality

research.6 This approach attempts to directly link perceptual quality to various imaging system

parameters, such as MTF and noise. At the heart of this approach is the experimental techniques used to

link system parameters to perceptions. This involves the creation of an actual physical scale of image

quality, referred to as the primary standard. This quality scale is created through extensive psychophysical

evaluation, and is designed to have meaningful units of measurement. Keelan describes several

techniques that are used to create the standard scale.5 The primary standard can then be used to link

different imaging system variables back to the perceptual scale of image quality. This linking is done by

first creating a series of images that vary across a system parameter. These images are then compared

against the primary standard, to create a relative scale of quality for that particular system variable. This

can be repeated for many different parameters, creating a series of quality scales for each parameter.

These individual scales can then be combined to create an overall metric of perceived image quality.
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An example of this type of systems modeling is as follows. Suppose a researcher is interested in

the effect of additive noise in an imaging system on perceived image quality. The researcher must first

perform psychophysics on many images that contain additive noise, and link the results of the

psychophysical test with the primary standard scale. One experimental method that is often used is a

hardcopy quality ruler.5,8 A quality ruler is physical representation of the primary scale, generally created

with series of images of “known” quality. These images are systematically varied such that they span a

wide range of quality, in uniform steps of known value. In order to create the ruler and link it to a known

scale, exhaustive psychophysics are necessary. Several psychophysical techniques for creating a precise

ruler are well described by Keelan.5 It should be noted that the systematic variable scaled and represented

on the ruler does not necessarily have to be the same as the variable being tested. One type of systematic

variation that is well controlled and quantified is that of changing the Modulation Transfer Function

(MTF) of the imaging system. This has the effect of altering the spatial frequency of the reproduced

images. A quality ruler with simulated variations in MTF is shown below.

Figure 5. Image Quality Ruler with Simulated Variations in MTF

The quality ruler is then used to as a reference to scale the system variable that is of concern, such

as additive noise in this example. An observer is asked to judge the quality of a given image by matching

it with the quality of one of the ruler images. Since the quality of the ruler images is well quantified, the

quality of the image being judged is now equally quantified.

To produce an objective metric it is necessary to be able to measure the variations in the images

themselves. For the additive noise example one possible measurement could be to measure the Weiner

Noise Spectrum. This measurement can then be directly related to the quality scale. For all future versions

of this imaging system, it is not necessary to repeat the above experiment to produce scales of quality.

Instead, it is only necessary to measure the objective metrics and use the relationship between that metric

and the quality scale, assuming all other viewing conditions are constant. This technique has been proven

successful for many different types of system variables.5 It is important to note the limitations of this

technique in regards to scene dependency. Different scene content might result in different quality scales,

especially if the images used in the quality ruler differ from those used for the scaling experiment.

The goal of this type of systems modeling is to create objective metrics that correlate strongly

with a known scale of image quality. If the known scale is in turn linked to a single “primary standard” it
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is also possible to link different objective scales together into a single multivariate metric of image

quality. One method that has been used to link uni-variate metrics together into a single model is using

the Minkowski metric as shown below:6

† 

DQ = DQi( )r
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¯ 
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1
r

(1)

where DQ is overall change in quality, DQi is the change in quality resulting from any given objective or

attribute, and r is the power of the Minkowski metric. It should be noted that when r=2 the Minkowski

metric reduces to a standard Root Mean Square (RMS) equation.

It should also be noted that this type of device-dependent modeling could be used to link system

variable directly with human perceptual attributes, or the “nesses.” For example, MTF can be linked to

the perception of sharpness, or gamut-volume with colorfulness. In this situation, the objective metrics

become the appropriate “ness.” A total image quality model can then be created out of the individual

perceptions, perhaps using the Minkowski summation technique to rank the importance of each ness to

overall quality.

This type of device-dependent modeling has proven to be a very successful method for quantifying

quality for many different imaging systems.6,7 The weaknesses in this type of model are the need for

extensive psychophysical experimentation, both for the creation of the primary standard, and then to for

each attribute (such as noise, resolution, etc.) being scaled. Replacing the psychophysics and objective

modeling with a single model combining elements of the human visual system with the imaging system

variable is the goal of other device-dependent models, such as the SQF and the SQRI.

2.2 Subjective Quality Factor (SQF)

Granger and Cupery introduced a Subjective Quality Factor (SQF) in an effort to combine the properties

of the human visual system (HVS) with the optical properties of any given imaging system to get a

combined metric of image quality.8 This metric begins with the Optical Transfer Function (OTF) of an

imaging system. An imaging system OTF, or the more complete MTF, represents how well a system

reproduces information at any given spatial frequency, and is often used to represent system

performance.8 Granger and Cupery hypothesized that the logarithm of the area under an OTF curve might

work well as an objective metric for perceived image quality of a system. An example of this type of

metric is shown below:

† 

Q = OTF f( )Ú d(log f ) (2)



24

where Q relates to quality, OTF(f) is the optical transfer function of the imaging system, and f is spatial

frequency. It was recognized that this metric must take into account the properties of the human visual

system, specifically the Contrast Sensitivity Function (called the MTF at the time) of the human eye. An

example of this is shown in Figure 6.
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Figure 6. Example of MTF of the human visual system.

The quality factor could then be rewritten by cascading the MTF of the human visual system as shown

below.

† 

Q = OTF f( )Ú ⋅ MTFeye f( ) d(log f ) (3)

It is important to note that this assumes linearity of both the imaging system, and the human visual

system. While it is known that the visual system often behaves in a nonlinear manner, this assumption

allows for simplicity in the modeling. In this case, the limits of integration can be set by the frequency

resolution of the human visual system. Taking this one step further, Granger and Cupery recognized the

band-pass nature of the human visual system, and sought to simplify the quality factor equation by

limiting the MTF to a rectangular band-pass function, as shown in the shaded area of Figure 6. The

quality factor equation now reduces to:

† 

Q = OTF f( )
f1

f2Ú  d(log f ) (4)

f1 f2
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where f1 and f2 represent the limits of integration as defined by the frequency band-pass of the visual

system, originally defined as 10 and 40 cycles/mm, or 3 and 12 cycles per degree of visual angle for a

typical viewing distance. At the time, this simplification greatly eased the calculation cost of the SQF.

The quality factor expressed in Equation 4 utilizes a one-dimensional OTF for the imaging

system, and band-pass for the visual system. The final version of the SQF extends this assumption to two-

dimensions, for use with actual images. This final equation is shown below:

† 

SQF = OTF f ,q( )
0

2p

Úf1

f2Ú  d(log f )dq (5)

where f is the spatial frequency for a given line structure along an azimuth angle q. An important

consideration is the logarithm factor in the SQF, represented by d(log f) in Equations (2-5). This

logarithm factor can be thought of as a multiplication of the MTF by a 1/f factor in the frequency domain,

essentially performing an integration over the visual field in the spatial domain.11 This can be explained

by noting that d(log f) = df/f. This 1/f weighting will be revisited again in the spatial frequency adaptation

discussed in Section 7.2.1.

The SQF has been shown to predict image quality for many experimental conditions.8 Essentially

the SQF was capable of replacing both the psychophysical experimentation and objective function

definition described in the above systems modeling section.

The SQF has proven to be quite successful in the prediction of many different experimental data.

This is especially impressive considering the simplicity of the formula itself. This type of device-

dependent model has several weaknesses, though. The model works on the assumption of predicting the

image quality capabilities of an imaging system based entirely on the OTF of the imaging system itself.

This means that the model is only capable of predicting quality loss caused by the OTF, and not by other

factors such as dynamic range and gamut volume. This type of modeling is also limited to the prediction

of an entire end-to-end imaging system, and must be recalculated if any of the individual components are

changed. The SQF also ignores any color information, essentially assuming that only the luminance

channel is a factor in image quality. It has also been shown that the simple rectangle shaped band-pass

assumption of the MTF of the visual system can be an over-simplification, especially over a wide range in

viewing conditions.12 Barten has specifically addressed this last weakness in the SQRI model.9

2.3 Square-root Integral (SQRI)

The Square-root Integral (SQRI) equation builds upon the SQF metric by taking into account some of the

nonlinear behavior of the human visual system, as well as adding a more complex model of the CSF of

the human visual system. The contrast sensitivity function is used as a threshold modulation function, so
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that a just-noticeable difference (JND) at any given spatial frequency is equalized. The final form of the

SQRI model is shown below:

† 

SQRI =
1

ln2
MTF( f )

MTFeye ( f )
df
ffmin

fmax

Ú (6)

where f is the spatial frequency, in cycles per degree of visual angle, fmin and fmax are the minimum and

maximum spatial frequencies resolvable by the visual system, MTF is the modulation transfer function of

the imaging system, MTFeye is the threshold modulation of the visual system, and df/f is the logarithmic

integration over spatial frequency, recalling that df/f is equivalent to d(log f). The MTFeye can be thought

of as a model of the contrast sensitivity function of the human eye. The function used by Barten is a

complex model that takes into account many viewing condition factors. The full equation of this is shown

below.
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The various factors can be altered depending on many aspects of the viewing conditions, including

adapting luminance, viewing distance, image size, and viewing time. For typical values, consult Barten.10

An example of the shape of this function for a typical viewing condition of 100 cd/m2 is shown in Figure

7. The parameters used are defined in Table 1.
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Figure 7. Barten CSF for an average condition.
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Table 1. Example Parameters for Barten CSF

CSF Parameter Value

so 0.50

Cab 0.08

k 3.00

T 0.10

Xmax 12.00

Nmax 15.00

h 0.03

r 1.2 e 106

Fo 3 e10-9

The SQRI can be extended to two-dimensions similarly to the SQF. It is important to note that the 2-D

CSF function is assumed to be isotropic, or not orientation specific.

The combination of the more precise modeling of the human visual system, in addition to the

nonlinear square-root function has proven to be rather successful at predicting a large variety of image

quality experiments.10 As such, it can be used to replace the psychophysical experimentation as described

in the above systems method. The similarity to the SQF metric leaves the SQRI model with the same

inherent weaknesses. This model can only be used in conjunction with the MTF of an entire system. This

must be carefully measured for any hope of a good prediction, and must be changed if any component of

the imaging system is altered. Similarly, the SQRI model completely ignores any color information, thus

assuming all image quality judgments rely only on luminance information.

2.4 Device-Dependent Image Quality: Summary

This section outlined several experimental techniques and procedures that have been shown to be

successful predictors of image quality. These techniques can be described as device-dependent predictors

of image quality, as they attempt to directly link imaging system parameters with human perceptions. In

order to fully utilize these techniques it is important to have intimate knowledge of the imaging system

used to create the images. When that knowledge is available, these device-dependent techniques can be

very powerful tools for measuring and predicting overall quality. Sometimes knowledge of the imaging

system is difficult or impossible to obtain. In these cases, it is often desirable to predict image quality

from the images themselves. The techniques used to do this make up device-independent image quality

metrics. Several such techniques are described in subsequent sections.
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3 Device-Independent Image Quality Models: Threshold Models

Another approach for image quality modeling replaces knowledge of the performance of the imaging

system itself with actual images as input into the models. Since there is no need to have any knowledge of

the image origin, this approach is referred to as device-independent image quality modeling. The most

successful of this type of modeling also uses knowledge of the human visual system.1 Because the input

to these models are the images themselves, this can also be thought of as an image processing approach to

image quality. The benefits of this technique for quality modeling over a device-dependent vision model,

as described above, can be quite significant. There is no need to fully characterize all elements of an

imaging chain, as the effects of those elements are contained in the images themselves. Using the image

as input into the model also preserves all phase information of the image, which is often lost when

describing an entire imaging chain with a single function such as an MTF. Phase information is an

important aspect in visual perception of complex stimuli, as demonstrated by the phenomenon of visual

masking.13

Image-based vision models typically work as relative image quality models. They do not give an

absolute value of image quality, but rather can determine the difference in image quality between an

image pair. This approach can be considered the impairment approach to image quality, when used with a

standard reference image. The first stage in determining overall differences in image quality between two

images is determining if there is any perceptible difference between the images. This can be thought of as

a detectability metric, or a threshold model. Two such models are Daly’s Visible Differences Predictor

(VDP) 13 and Lubin’s Sarnoff Model.14,15 These models are both threshold vision models, in that they deal

with the probability of super-threshold detection, rather than the magnitude of supra-threshold detection.

This type of model can be very important for imaging systems design. For instance, when designing a

new type of image compression algorithm it can be beneficial to have a model based on human

perceptions to determine if the compressed image looks different than the original. The alternative would

be to design a psychophysical experiment every time a change is made to the compression algorithm.

While not actually capable of providing an absolute metric for image quality, these threshold

models do provide an important step in that direction. For that reason, they will be discussed in further

detail. The VDP and the Sarnoff model are similar in form, with several distinct differences. These

differences are described in more detail below.
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3.1 Visible Differences Predictor (VDP)

The Visible Differences Predictor is an image-processing model based on properties of the human visual

system. It is designed to predict the probability of detection of differences between two images.13 The

general form of the model is shown below in Figure 8.

Figure 8. Flow chart of Visible Differences Predictor.

The VDP takes two images as input, called the original and reproduction for these purposes. Also input

into the model are several factors that are related to the physical viewing conditions, including luminance

of the images in cd/m2, image size, viewing distance, and viewing eccentricity. The input images are first

transformed via a local amplitude nonlinearity. This is an attempt to reconcile the fact that the HVS
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perception of lightness is nonlinearly related to luminance. For the purposes of the VDP, the luminance

adaptation of any given pixel is determined by only the luminance of the pixel itself.13 The adjusted

“lightness” images are then modulated by the Contrast Sensitivity Function (CSF) of the human visual

system. This is very similar to the process of spatial filtering in the SQF and SQRI model.

The CSF function used in the Visible Differences Predictor is very complete, and capable of

predicting the effects of many changes in the viewing conditions. These changes include the broadening

and flattening of the CSF as a function of luminance level, as well as compensations for viewing distance

and image orientation. The functional form of the CSF is show below:
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CSF( f ,l,i2) = 3.23 f 2i2( )-0.3( )
5
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where f is spatial frequency in cycles per degree of visual angle (cpd), i2 is image size (assuming square

image), e is a frequency scaling constant, and l is the light adaptation level in cd/m2.

This function can be further extended to add orientation selectivity by accounting for

accommodation level, eccentricity, and orientation, as follows:

† 

f (d,e,q) =
f

rarerq
                   ra = 0.856 ⋅ d0.14

rb =
1

1+ 0.24e
             rq =

1- 0.78
2

cos(4q) +
1+ 0.78

2

(9)

where d is viewing distance in meters, e is eccentricity (shift off foveal center) in degrees of visual angle,

and q  is orientation in degrees.

The VDP contrast sensitivity function for typical viewing conditions of 100 cd/m2 at 0.5 meters is

shown in Figure 9.
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Example Daly CSF
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Figure 9. Typical Shape of VDP Contrast Sensitivity Function

The one-dimensional projection of the contrast sensitivity function as shown in Figure 9 looks very

similar to that of the Barten SQRI model, as shown in Figure 7. While true on the horizontal and

perpendicular axis, this is not the general case. The Barten CSF is completely isotropic, whereas the VDP

uses an anisotropic orientation specific CSF. This can be seen in the two-dimensional CSF plot shown

below in Figure 10. Essentially this accounts for the human visual system’s decrease in sensitivity for off-

axis (horizontal and vertical) stimuli. This is referred as the oblique effect, and has been shown to be an

important feature of the visual system.16,17

Figure 10. Two-dimensional VDP Contrast Sensitivity Function
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The usage of the CSF in the VDP is similar to nature as the use in the SQRI model. The CSF

function should not be considered the MTF of the human visual system, as that implies that the visual

system is a linear system. Rather, the CSF is described as a threshold normalization function. The CSF is

used as a linear filter to normalize all spatial frequencies and orientations such that the threshold for

detection is identical. This is an important concept for the use of a CSF in an image-processing model.

The spatially filtered images are next fed into the detection mechanism of the VDP. The detection

mechanism itself consists of four components: spatial frequency hierarchy, visual masking functions,

psychometric functions, and probability summation. The result of these steps is a detection map, which

can also be referred to as a threshold detection image.

The first stage of the detection mechanism is to decompose the input images into several distinct

frequency bands. This corresponds to the frequency selectivity process thought to occur in the human

visual system. The spatial decomposition is performed using a discrete Cortex transform.18 The Cortex

transform can be thought of as a discrete approximation and simulation of cortical receptive fields. The

general goal of the transform is to decompose a given image into a set of images that vary in both spatial

frequency content and orientation.18 This is accomplished by filtering the image with a series of frequency

selective bands. The structure of these bands is illustrated in Figure 11.

Figure 11. Structure of Cortex Transform.
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The frequency bands are created using a modified difference of Gaussians, called a Difference of Mesa

(DOM) filters. The DOM filters are then separated into orientation bands called fan filters. The form of

the Cortex Transform, with the corresponding equations is described in detail by Watson18 and the

modifications are described by Daly.13 An example Cortex filter set corresponding to four frequency

channels (DOMS) and three fan orientations are shown in Figure 12.

Figure 12. Example of Cortex Transform Filters.

The top row of the Figure 12 represents the low-pass “base” filter. The following rows represent different

ranges in spatial frequency, starting with high-frequencies and decreasing in range for each row. The

columns represent different orientation selectivity. These filters are applied to an image by taking the

Fourier transform of the image and multiplying by the series of filters, as shown below:

  

† 

Imagek = F -1 F image( ) ⋅ Cortexk( ) (10)
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where F and F-1 represent the forward and inverse Fourier transform respectively, Imagek represents the

individual sub-band image, and Cortexk represents the individual Cortex Transform filter. The result of

this transformation is a series of images, as shown in Figure 13.

Figure 13. Sub-band Images Resulting From Cortex Transform.

Each of the sub-bands contains the information for a specific range of spatial frequencies and orientations.

The individual sub-band images are then used to predict visual masking.

Masking, as a general term, refers to the effect on visibility one particular visual stimulus or

pattern has on any other pattern or stimulus due to the general information surrounding the stimulus. 19

Specifically in the VDP, masking refers to the decreased visibility of a stimulus due to the presence of a

supra-threshold background.13 This is accomplished by examining the information contained in the

individual bands relative the information contained either in the low-pass band or with the mean of all

bands. This relationship is referred to as the contrast difference of the individual band, and is used as
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input to a visual masking function. The VDP is designed such that the contrast metric can be either a

localized contrast that is based on a pixel-by-pixel location of each band with the corresponding pixel

location of the base-band, or a global contrast that is relative only to the mean value of the base-band. The

result of the visual masking is the creation of threshold-elevation maps for each sub-band. Each elevation

map is purely a function of the contrast in each sub-band.

The threshold-elevation map along with the global contrast difference for each of the input

images are calculated. This information is then used to calculate a probability of detection for each sub-

band. The general form of this probability is a psychometric function, and is as follows:
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Pk[x, y] =1- e
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where x, y are the pixel locations in the image, Pk represents the probability of detection of the kth sub-

band, DC represents the contrast difference for a given pixel, in a given sub-band, Tem is the threshold

elevation mask, T is the pre-defined threshold, and b describes the slope of the psychometric function.

The CSF filtering assures that the threshold, T, of each sub-band is the same for all frequencies. The

probability of detection for all sub-bands is then combined to produce an image that contains the overall

probability of detection at any given pixel. This combination is performed using a probability summation

as follows.

† 

P[x, y] =1- 1- Pk[x,y]( )
k

’ (12)

The output of the VDP is thus an image that contains the probability of detection of error at any given

pixel. This can be thought of as either an error map, or error image. It is an important “feature” of the

model that it does not reduce the error information into a single number, although this can easily be done

using a simple statistical approach. Instead, it illustrates where errors occur, and allows the user the

flexibility of determining what causes the errors, where they show up, and what to do to “fix” the system.

The VDP has proven to be very capable of predicting the visibility of errors between any two

given images. This can be very beneficial when designing and testing an imaging system. The VDP does

have some weaknesses. The first weakness is complexity. It is a difficult model to implement; as there are

many free parameters involved that need to be chosen for a given situation. While this allows for greater

flexibility, it also makes it difficult for an inexperienced user to choose the correct settings. In addition,

the VDP relies solely on luminance information, and chooses to ignore color information. The color

channels are capable of strongly influencing perceived differences in quality.20



36

3.2 Lubin’s Sarnoff Model

Another threshold difference model that is based on the human visual system is Lubin’s JND Sarnoff

model.14 This model is similar in structure to the VDP, with several distinct variations. The general model

is shown in Figure 14.

Figure 14. General Flow Chart of Sarnoff JNDmetrix, from http://www.jndmetrix.com

The JND Sarnoff model begins with two RGB color images. These images are then subjected to “Front

End Processing.” This is a combination of the visual system optics and sampling.14 The details of this

stage are proprietary in nature, but are described as a blurring of the images as a function of viewing

distance. As such, it can be considered similar in nature to the CSF filtering in the previously described

vision models. The images are then resampled to model the sampling of the photoreceptors in the retina.

This involves sampling with a square grid of approximately 120 pixels per degree. This grid creates a

modeled retinal image of 512x512 pixels.14

The retinal image is then converted into an opponent color space. The chosen space is luminance

value Y, and CIELUV u* v* opponent coordinates. This transformation is accomplished through careful
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characterization of the viewing conditions. The luminance and chrominance channels are then converted

to band-pass contrast responses. This is accomplished using an image processing technique called the

Laplacian pyramid decomposition.21 The Laplacian pyramid is similar in nature to the Cortex transform,

except it is based on efficient image processing computation rather than cortical simulation. The pyramid

is a series of spatially low-passed images (Gaussian filtered). Each image in the series is limited to half

the maximum spatial frequency of the previous image. A Laplacian pyramid of depth 4 is shown below in

Figure 15.

Figure 15. Example of Laplacian Pyramid of Four Levels.

Band-pass representations can then be found by subtracting the various low-pass images. This is the same

idea as the DOM band-pass filters in the Cortex transform, without the spatial orientation of the fan

filters. The JND model typically uses a pyramid of depth seven, with the band-pass images being the

difference of every other step rather than with each adjacent step. The result is a local difference, which is

normalized by the mean of the image. This is in essence a local contrast difference.

To obtain the orientation-specific results, the Luminance pyramid is further convolved with 4

Hilbert pairs to get 8 spatially oriented responses. These responses are used to calculate the orientation

contrast, and likewise can be used in the visual masking. The visual masking is performed using a

nonlinear transducer for each of the luminance and chrominance pyramid contrast channels. These

transducers convert the contrast values into a contrast distance. This distance is then converted into a

probability of detection using a psychometric function similar to that used in the VDP. The probability of

detection can then be converted into a threshold JND.

It is important to note that the probability of detection is designed to be a single number, often the

maximum of the spatial probability map. This single number is only designed to determine whether a

human can see the difference between the two images. The model has sometimes been used to represent

the “number of just noticeable differences” between the two images, although it was not designed as such.
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Care should be taken when using a threshold detection metric to produce magnitude scales of JNDs. It is

also important to note that the Sarnoff JND model is proprietary in nature.

3.3 Threshold Model Summary

The Visible Differences Predictor, and the Sarnoff JND metric are both comprehensive examples

of device-independent image quality models. These models take into account many properties of the

human visual system, so they can be considered perceptual models. They are designed to predict whether

there is a perceptible difference between a pair of images. When used with a standard reference image this

is an example of the impairment approach to image quality modeling.

One possible benefit of using this type of perceptual model might be the replacement of exhaustive

psychophysical experimentation. With a computational model that is capable of predicting the same

results as a human observer, the need for extensive psychophysics is reduced. It is doubtful that such a

computational model will ever totally remove the need for human observers, though it is hopeful that such

a model could help aid the design of experiments.

 The two models described in this section are similar in structure, though the VDP ignores color

while the Sarnoff JND model is capable of utilizing color information. These models are designed to

predict the “just noticeable differences”, often called threshold differences, between image pairs. These

models were not designed to predict the magnitude or direction of these differences. Therefore, they are

not capable in determining whether the difference is an error or an enhancement. Magnitude differences,

often called supra-threshold differences, quantify the size of the difference between two images. In order

to create a full image-quality scale it is necessary to be able to predict both the magnitude of the error, as

well as the direction. For models capable of predicting magnitude differences, a different class of device-

independent image quality model is necessary.
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4 Device-Independent Image Quality: Magnitude Models

We have discussed already how using the strengths and limitations of the human visual system can

be beneficial in image quality modeling. The device-dependent approaches that utilized properties of the

human visual system, as discussed in Sections 2.2 and 2.3 have shown to be remarkably capable of

predicting many different types of psychophysical data. This device-dependent approach requires the

understanding and characterization of the entire imaging system. Many times this information is

unavailable. In these situations, it is desirable to have a model capable of predicting quality when given

only images as input stimuli. Several perceptual threshold models that use images themselves as input

were discussed in the previous section. These models are very capable of predicting whether there will be

a perceptible difference between an image pair, but are generally not designed to predict the magnitude,

or direction, of these differences. If there is to be any hope of predicting scales of image quality, then it is

necessary to first be able to predict the magnitudes of image differences. In this section two such models

that are capable of predicting magnitude differences, S-CIELAB22 and the Color Visual Difference Model

(CVDM)23 are examined.

4.1 S-CIELAB

S-CIELAB was designed specifically as a spatial extension of the CIELAB color difference space.22 The

goal was to build upon the successful CIE color difference research, and produce a metric capable of

predicting the magnitude of perceived differences between two images. The spatial extension is

essentially a vision-based preprocessing step on top of traditional CIE colorimetry, and can be thought of

as a spatial vision enhancement to a color difference equation. The general flowchart is shown in Figure

16.
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Figure 16. General Flow-chart of S-CIELAB Model.

S-CIELAB takes as input an image pair, called the original and reproduction for this example. The images

are then transformed into a device independent color representation, such as CIEXYZ or LMS cone

responses. The primary advantage S-CIELAB offers over a standard color difference formula is the

spatial filtering pre-processing step. This filtering is performed in an opponent color space, containing one

luminance and two chrominance channels. These channels were determined though a series of

psychophysical experiments testing for pattern color separability.24 The opponent channels, AC1C2, are a

linear transform from CIE 1931 XYZ or LMS  as shown below.
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Figure 17. Opponent Color Representation of AC1C2

One important note about the AC1C2 opponent color space is that the three channels are not completely

orthogonal. The chrominance channels do contain some luminance information, and vice-versa. This is

illustrated in Figure 17, as the “white” lighthouse contains additional chroma information in both the red-

green channel, and the blue-yellow channel. The lack of orthoganality has the potential to cause problems

with the spatial filtering. For example, color fringing may occur when filtering an isoluminant image,

since the achromatic channel contains some color information.

After both images are transformed into the opponent color space, the independent channels can be

spatially filtered, using filters that approximate the contrast sensitivity functions of the human visual

system. Three different filters are used, representing the difference in sensitivity between the three
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channels. The filtering is accomplished using either a series of convolutions in the spatial domain, or by

using linear filtering in the frequency domain. The original S-CIELAB specification uses two-

dimensional separable convolution kernels. These kernels are unit sum kernels, in the form of a series of

Gaussian functions. The unit sum was designed such that for large uniform areas S-CIELAB predictions

are identical to the corresponding CIELAB predictions. This is important, as S-CIELAB thus reduces to

traditional color difference equations for large patches. The equations below illustrate the spatial form of

the convolution kernels:
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filter = k wiEi
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Â (14)
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x 2 +y 2

s i
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The parameters k and ki normalize the filters such that they sum to one, thus preserving the mean color

value for uniform areas. The parameters wi and si represent the weight and the spread (in degrees of

visual angle) of the Gaussian functions, respectively. Table 2 shows these values for the kernels used in

S-CIELAB. It is important to note that these values differ slightly from the published values, as they are

already adjusted to sum to one.25

Table 2. Weight and Spread of Gaussian Convolution Kernel

Filter Weight (wi) Spread (si)

Achromatic 1 1.00327 0.0500

Achromatic 2 0.11442 0.2250

Achromatic 3 -0.11769 7.0000

Red-Green 1 0.61673 0.0685

Red-Green 2 0.38328 0.8260

Blue-Yellow 1 0.56789 0.0920

Blue-Yellow 2 0.43212 0.6451

The separable nature of the kernels allows for the use of two relatively simple 1-D convolutions of the

color planes, rather than a more complex 2-D convolution. The combination of positive and negative

weights in the achromatic channel creates a band-pass filter, as is traditionally associated with luminance

contrast sensitivity functions. The positive weights used for the chrominance channels create two low-

pass filters. Figure 18 illustrates the relative sensitivity of the three spatial filters, as a function of cycles
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per degree of visual angle, in both linear and log-log space. These plots were generated by performing a

discrete Fourier transform (DFT) on the convolution kernels.

Figure 18. S-CIELAB Contrast Sensitivity Functions

The convolution kernels are used to spatially modulate information in the frequencies that are

imperceptible to the human visual system. The remaining spatial frequencies are then normalized such

that perceived color differences are the same for all frequencies..

The filtered opponent channels are then converted back from AC1C2 into CIEXYZ tristimulus

values using the equation below.
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The CIEXYZ values for both the original and reproduction images are then converted into CIELAB

coordinates, using the white-point of the viewing conditions. A pixel-by-pixel color difference calculation

can then be performed, resulting in an error image. Each pixel in the error image corresponds to the

perceived color difference at that pixel. The spatial filtering assures that the color difference at each pixel

is normalized to the traditional CIELAB viewing conditions (simple patches). If desired, the error image

can be converted into a single number that corresponds to the perceived image difference between the

image pairs. This can be accomplished using statistical methods, such as mean, median, maximum and

RMS of the error images.

4.2 Color Visual Difference Model (CVDM)

The Color Visual Difference Model extends upon the idea of S-CIELAB. It too is a preprocessing step

built onto traditional CIE color difference equations. The CVDM can actually be thought of as a hybrid
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between the S-CIELAB and VDP models discussed above. The general flowchart for the CVDM is

shown below.23

Figure 19. Flowchart of the CVDM, reprinted from Jin.23

The model follows the same original path as S-CIELAB. The input images are first converted into the

AC1C2 opponent space. This is followed by the spatial filtering stage. The spatial filtering can be

performed using the same convolution kernels as S-CIELAB, if desired. Alternatively, the filtering can be

performed in the frequency domain. The luminance channel is filtered using the CSF from the Visible

Differences Predictor13, while the chrominance channels are filtered using simple low-pass filters.23

The spatial frequency modulation is then followed by a Cortex transform.18 This is identical to

that used in the VDP for the luminance channel, and uses slightly fewer bands in the chrominance

channels. A masking factor is calculated using the techniques described by Daly.13 This masking factor is

used to calculate a visible difference factor using techniques similar to probability summation. This

visible difference is then combined with the CSF filtered version of the original image (Image 1 in Figure

19) to calculate a new reproduction image. This is an important point, as the new reproduction image is

essentially the original with only the visible differences added back to it. This step is necessary in order to

calculate color differences, as the visible differences might include both positive and negative differences.
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The next stage is to convert the images are into CIEXYZ tristimulus values, and then into CIELAB

coordinates. Calculation errors might occur when trying to calculate CIELAB errors from a negative

difference map, which is why the differences are added back to the original image. A pixel-by-pixel color

difference calculation is then performed to obtain an error image similar to S-CIELAB.

4.3 Magnitude Model Summary

Both S-CIELAB and the CVDM represent spatial-vision based models that are extensions to traditional

CIE colorimetry. The S-CIELAB model is a very simple spatial pre-processing extension to CIELAB that

has shown to be effective for predicting several psychophysical experiments.26,27  The relative success of

this model indicates the potential of using traditional CIE color difference along with spatial pre-

processing. The S-CIELAB model is hindered by its own simplicity, however.

The CVDM takes this idea one step further by combining the S-CIELAB model with the Visual

Differences Predictor (VDP). In addition to spatial filtering, the CVDM adds orientation filtering and

visual masking. All this is performed as pre-processing to the tradition color difference equations. The

CVDM presents an interesting path for calculating magnitude color difference. As it stands it suffers from

some of the same problems as the VDP, in that its complete implementation leaves several free

parameters that need to be optimized to get accurate results, for a given situation. The Cortex transform

represents a rather costly computation as well, as it requires a pair of Fourier transforms for each sub-

band. For the suggested number of sub-bands, this results in at least 86 Fourier transforms to calculate a

single image difference map.23

The idea of building a magnitude color image difference metric on top of traditional CIE color

difference equations does look promising. A significant portion of the current research has focused on the

creation of similar metrics. However, it is also of interest to examine more complicated, and complete,

models of the human visual system.
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5 Device-Independent Image Quality Modeling: Complex Vision Models

All of the perceptual models described so far are simple approximations of the human visual system,

or loosely based on properties of the visual system. None of the models attempts to model the actual

physiology of the human visual system. Such a process would be very complicated. Several existing

models could be considered more complete representations of the entire visual system. These models

were not designed specifically as image quality models, but rather overall models of human perception.

As these models were designed to be a comprehensive spatial and color vision models, they can be

used as a type of device-independent image quality model. While based on the physiology of the human

visual system, they do not attempt to accurately model biological responses. Instead the behave somewhat

as an empirical model, or black-box.  Often they are capable of predicting a wide range of spatial and

color phenomena. Two such models are the Multiscale Observer Model28,29 (MOM) and the spatial ATD

(Achromatic Tritanopic Deuternopic) model.30

5.1 Multiscale Observer Model (MOM)

The Multiscale Observer Model is designed to be a complete model of spatial vision and color

appearance. It is capable of predicting a wide range of visual phenomena, including high-dynamic range

tone-mapping, chromatic adaptation, luminance adaptation, spreading, and crispening.28,29 The general

flowchart of the MOM is shown below. The flowchart should be considered an iconic representation of

the complexity of the model, rather than an implementation guideline.
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Figure 20. Flowchart of MOM, from Pattanaik.29

The model appears rather complex, but it is actually similar in nature to many of the models already

discussed. The first step is to take an input image, ideally a full spectral input image, otherwise a device

dependent input image space such as CIEXYZ or LMS. This image is converted into fundamental cone

signal images, LMS, plus a rod contribution image. These images are converted into 7 band-pass contrast
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images using the Laplacian pyramid technique described in the Sarnoff JND model.14 Essentially the

contrast image is a difference between a given band, and another band of lower resolution. The band-pass

images go through a gain modulation. This allows for flexibility in high dynamic ranges, as well as local

adaptation. The adapted contrast signals are then converted into the opponent color space AC1C2. This is

the same color space used in S-CIELAB and the CVDM. The opponent color space representations are

combined with the rod signal and then thresholded using nonlinear transducers. The result is a series of

perceived contrast images. These images are converted back into cone signals, and then the Laplacian

pyramid is collapsed back into single LMS bands. The LMS images can then be used as input into a

traditional color appearance space to account for such things as chromatic adaptation.31

It should be noted that the input to the MOM is defined as a single image. This model was

designed to predict the appearance of an image based solely upon the information contained in itself, and

the viewing conditions. This can be extended into image difference or image quality by processing a

second image, and then comparing the appearance of, or the difference between, the two images.

The Multiscale Observer Model is an example of a very comprehensive model of both spatial and

color appearance. This type of model seems quite capable of augmenting or replacing psychophysical

experimentation in the device-dependent approach to image quality. Likewise, adding a second image

allows this type of model to be used in a device-independent approach to image quality. The ability to

actually predict appearance correlates as well as image differences is another strength of this model.

Those correlates can be then be used to better predict the perception of quality rather than just image

differences. The weakness of the MOM lies mostly in its complexity. It is a difficult model to implement,

and a computationally expensive model. There are also a number of free parameters that need to be

adjusted depending on the application. These parameters can be calibrated and fit to experimental data

sets, if they exist. The MOM also has no provisions for orientation filtering, though that could be easily

remedied using a Hilbert transform, which is a similar approach to the Sarnoff JND metric.14 Another

potential technique for adding orientation filtering would be with steerable pyramid filters.32

5.2 Spatial ATD

The spatial ATD model is a modification of the original ATD model of color perception and visual

adaptation, published by Guth.33 The model was adapted by Granger30 to include a model for spatial

frequency filtering. This adaptation was similar in nature to the spatial filtering extension in S-CIELAB.

The general flowchart for the Spatial ATD model is shown below in Figure 21.
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Figure 21. Flowchart for the Spatial ATD Model.

The input into the model is an RGB image. This image is first converted into cone responses using the

characterization of the viewing conditions. One major difference between the ATD model and all the

previously described models is that the cone signals themselves are non-linear transformations of CIE

XYZ tristimulus values with an additive noise factor. The additive noise is an empirically derived

constant that varies for each of the LMS cone responses. The nonlinear cone signals are then processed

through a gain control mechanism, which accounts for chromatic adaptation. The adapted signals are then

transformed into an opponent color space, ATD for achromatic, tritanopic, and deuternopic. The opponent

color space coordinates are then filtered using a band-pass filter for the luminance channel (A) and two

low-pass filters for the chrominance channels (TD). As published, there are no specifics for the

components of the spatial filters, other than their general shape. The spatially filtered signals are then

subjected to a compression function, which accounts for luminance adaptation. Finally, the compressed
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ATD signals could be transformed into appearance correlates, although the method for calculation is also

not specifically defined.

If an image difference is desired, two images can be processed simultaneously. The color

difference can then be taken directly from the compressed ATD coordinates, or from the appearance

correlates. There has been little research in developing a precise technique for calculating color difference

using this color space.

The ATD model itself has been slightly altered since the original inception of the spatial

extension.33 This alteration did not change the general form of the model, and thus the spatial filtering

should still be applicable. The spatial ATD model is somewhat of a hybrid between the vision-based

magnitude models and the more complete Multiscale Observer Model. It presents a simple model of the

human visual system that is capable of predicting many different psychophysical data.30 The relative

simplicity of the model does not allow it to predict more complicated spatial and color appearance

phenomena. The ATD model itself also suffers from a lack of clear definition, as there are many free

parameters that need to be better defined in order to be considered a full model of color and spatial

appearance.31

5.3 Summary of Complex Visual Models

The complex visual models described above strive to be complete models of spatial and color vision.

While not strictly following the actual physiology of the human visual system, they are empirical models

that behave similarly to experimental results. Both the MOM and the spatial ATD model are capable of

predicting both image color differences and appearance attributes. These appearance attributes should

allow for an easier correlation between perceived differences and image quality. The fundamental ideas

stressed in these complex vision models will be revisited in later sections. Neither model has a

documented technique for predicting color differences, so it is unknown how these models relate to

traditional color spaces.
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6 General Framework for a Color Image Difference Metric

Thus far we have reviewed many historical approaches to image quality modeling. These approaches

vary in technique as well as general goals. The device-dependent approaches to image quality modeling

attempt to directly link imaging system parameters with human perceptions. The device-independent

approaches attempt to relate properties of the images themselves with human perception. Although the

approaches might differ, the ultimate goal of any image quality model is to mathematically predict

perception. Much can be learned by examining the historical approaches to image quality.

The shear number of researchers, along with the number of different approaches, indicates that

image quality modeling is a very complicated task. Device-dependent approaches have proven to be very

successful in the design and evaluation of complete imaging systems.6,7 These approaches typically

require exhaustive psychophysical evaluation to correlate system variables with perceived image quality.

Several perceptually based models have been designed to potentially eliminate the need for the

psychophysics, or at least augment the experimental design.

 These perceptual models can be separated into two distinct categories: threshold and magnitude

models. The threshold models are excellent at predicting whether an observer will perceive a difference

between two images. The magnitude models strive to predict the size of the perceived difference. What

follows is a generalized approach to the formation of a new perception-based magnitude difference model

designed to build upon the strengths of all the models described above, while eliminating several

weaknesses.

The first goal of this research project is the formulation of a general framework for the creation of

an image difference. This framework is designed with three concepts in mind:

• Simplicity

• Use of Existing Color Difference Research

• Modularity

Recall the automobile analogy discussed in Section 1.3.1, the framework can be thought of as the general

shape of the “car.” The modular nature allows for building of the image difference module from various

“off the shelf” components.

6.1 Framework Concept: Model Simplicity

The color image difference metric should be as simple as possible. This seems like an obvious

goal, but in practice is much more difficult than it sounds. The framework for the development of a metric

should emphasize techniques that are relatively simple in implementation and concept. This does not
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imply that the framework for model development should not allow for any complex calculations, but

rather that each calculation is well designed and understood.

If a model is simple to implement then it has a much greater chance of reaching a widespread

audience. If many researchers can implement and test a model, then many researchers can also contribute

to the growth and improvement of the model. This is very beneficial, as the more testing any model

receives, the more accurate it will eventually be. One only needs to look at the complexity of the

Multiscale Observer Model to understand why that model has not been adopted universally by both

researchers and industry. Another complexity that should be avoided, as illustrated in many of the models

described in the previous sections, is the use of free parameters that require fitting in order to be used.

Free parameters can be allowed, and are often beneficial, as long as clear usage guidelines are also

available.

Simplicity as a generalized concept for the model also allows for a much greater understanding of

each stage in the calculation. With this as a goal, it becomes possible to test, and potentially improve

upon, every element of the model. If each of the elements in a model interact at various stages of

calculations, it becomes increasingly difficult to understand the importance of any given element. This

concept is similar in nature to the Modularity goal of the framework.

Another concept that might fall under the umbrella of simplicity is the idea of computational cost.

If an image difference metric takes too long to calculate, then the benefit of the metric is reduced. While

this problem will inevitably fade as computers increase in speed, it is still a reality on current hardware.

6.2 Framework Concept: Use of Existing Color Difference Research

Equations and models for specifying color difference have been a topic of study for many years.

This research has culminated in the CIE DE94/2000 color difference equations. These equations have

proven to be successful in the prediction of color differences for simple color patches, as well as

developing instrumental based color tolerances. Since they were derived using color patches in well

defined viewing conditions, their use in color imaging is less apparent. While these models were never

designed for color imaging applications, the successes they enjoy, as well as industry ubiquity, serve as a

good foundation upon which to build.

This was the concept generalized by the S-CIELAB model.22 The research framework presented

here will follow a similar path. If the model collapses into existing color difference equations when

presented with large uniform stimuli, then it is possible to have a single color difference metric that can

predict both spatially simple and complex stimuli. By focusing the framework to build upon existing

color difference research, there is no need to “re-invent the wheel.”
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6.3 Framework Concept: Modularity

Modularity is a very important design goal for the image difference framework. The idea of

modularity is to allow every element in the eventual image difference model to be removed or replaced,

much like building blocks. Self-contained “modules” assure that the removal of any single element in the

model will not remove the functionality from any of the other. This allows for a general evolution of the

final color image difference metric. Modularity also ties heavily with the goal of simplicity. With a

modular framework, we can first choose a relatively simple core metric, such as the CIE color difference

equations, and then build calculations that are more complicated on top of that, as they are deemed

necessary. If the simple model is accurate enough, then there is no need for the more complicated

“modules.” If the need for more complexity arises, then other modules can be designed and utilized. Both

S-CIELAB and the CVDM are examples of this type of building system. S-CIELAB is an added spatial

filtering module on top of CIELAB. The CVDM goes another step further and adds a module on top of S-

CIELAB to predict visual masking.

A modular image difference framework might take two potential approaches. The first concept

follows the hierarchy of most of the models described in the previous sections. This is the concept of the

“building block” metric, where each module in the framework builds upon the other. This concept is

illustrated below in Figure 22.

At the base of the “structure” is the core metric, such as the CIE color difference equations. Each

element is then built upon the previous metric. This type of framework requires a strict order of the

elements. If the modules are not self sufficient, meaning they require other blocks in order to function,

then some of the modularity in the system is lost. Care should be taken to assure that there are not too

many interdependencies between the modules. Generally, for this type of framework, the order in which

the blocks are stacked is very important. The building-block technique should not eliminate the potential

for each block to be removed, or replaced. Even if there are interdependencies, the blocks should be able

to evolve, and be replaced as experimental testing warrants.
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Figure 22. Concept of a Modular Building Block Framework

Another general framework concept can be considered more of a freeform pool of modules. There still is

a core metric at the heart of this type of framework, upon which the full structure of the model is built. In

this type of design the structure is not as rigid as it is in the building block framework. This concept is

illustrated below in Figure 23.
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Figure 23. General Concept of a Modular Pool Framework

In this type of framework there is a core metric, and then a “pool” of available modules. Depending on

the application, the user can select any of the available modules to combine with the core metric. In the

above figure, if users are concerned with detecting changes in image contrast they might choose to use

only the local contrast metric while ignoring all other modules. If they are interested in image sharpness,

they might choose the attention module as well as the local contrast module. The general idea is that each

module is a self-contained unit. As such, each receives both input and has output. Often the output is fed

directly into another module, and eventually into the core metric. This does not have to be the case,

however. Each module can be designed to maintain its own output, to be pooled later into a more

generalized model. For instance, it should be possible to determine if there is a magnitude difference

between images using the core metric, and then to determine if that difference was a result of a contrast

change by examining the output of a “contrast module.”

It is important to note that the concepts illustrated in Figure 22 and Figure 23 are not mutually

exclusive. In practice, they often reduce to the same framework. For this research project, both concepts

were considered. The framework for the image difference metric allows for a “pool” of modules from

which the user can select. Once the modules are selected, the order in which they are applied becomes

important. Thus, the selected modules are then placed into an ordered building block structure. If the

order of application were not important, then we would have a truly modular framework.
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6.4 Framework Evaluation: Psychophysical Verification

It is important to gather psychophysical data to both develop and evaluate the various modules in the

image difference framework. These data can also be used to determine the necessary order of the various

modules. Several psychophysical experiments are described in later sections that were used for model

development and testing. These experiments fit in with certain individual module design parameters as

well as the overall image difference metric.

As described above, it is important that the image difference metrics are both simple and flexible.

With this in mind, the goal is not to strictly fit empirical equations to large amounts of psychophysical

data. This might prove to be a successful device-dependent modeling approach. The goal is not to

characterize the image quality of any given imaging system, so instead this research will focus on a

device-independent approach to quality modeling. Each of the modules is designed with a theoretical

approach, taking cues from the perception-based modeling done in the VDP and the SQRI. These

theoretical models can then be tested and fit against the psychophysical data.

While the research goal is not in the creation a strictly empirical framework, it is possible to

design psychophysical experiments that can be used to tune certain modules or general aspects of the

framework in general. When models are fitted to the experimental results, it becomes important to test

those fits against other independent data. Several independent experiments are nature will be described in

the following section.

6.5 General Framework: Conclusion

This section outlined a general framework for developing a color image difference metric. This

framework represents a step towards first goal of this research project, which is the creation and

evaluation of a perception-based image difference model capable of predicting magnitude differences.

Three main concepts of the framework were discussed: simplicity, modularity, and the use of existing

color difference equations. The framework itself is an important step towards the research goals, as it

allows for great flexibility for model development. The next section outlines several specific modules that

have been designed to fit into this framework.
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7 Modules for Image Difference Framework

The previous section outlined the general framework that guided the development of a color image

difference metric. This section introduces several individual modules of that framework, which can be

used to build a comprehensive image difference metric. The majority of these modules are inspired by the

S-CIELAB spatial filter pre-processing to the CIELAB color space. As such, most of the modules

described below use CIELAB, and specifically the CIE color difference equations as the “core metric.”

Perhaps appropriately, the first module discussed is spatial filtering using the contrast sensitivity function

of the human visual system. Other modules discussed include spatial frequency adaptation, a local and

global contrast metric, a type of local attention metric, and error summation and reduction.

The final module discussed is the actual color space used for the difference calculations. This can

be thought of as the module for the “core metric.” The color space does not necessarily have to be

CIELAB, though that does have the benefit of many years of color difference research. It might be more

appropriate to use appearance spaces, such as CIECAM02, if trying to measure changes in appearance

between two images across disparate viewing conditions.

Many of the modules described below have been discussed in detail in publications.34,35

7.1 Spatial Filtering Module

The first module discussed is inspired by the S-CIELAB spatial extension to traditional CIELAB.22 S-

CIEALB was described in greater detail in Section 4.1 above, and is graphically represented in Figure 16.

Essentially, the S-CIELAB model uses CIE color difference equations such as CIE DE*
ab and CIE DE94 in

conjunction with spatial filtering. The spatial filtering is performed as a pre-processing step, and is used to

approximate the properties of the human visual system. In the context of the modular image difference

framework, S-CIELAB uses CIELAB as a core metric, and adds to it a spatial filtering module.

The spatial filtering in S-CIELAB is performed using a series of 1-D separable convolution

kernels on an opponent color space. These kernels are designed to approximate the contrast sensitivity

functions of the human visual system. The CSF is often used to modulate spatial frequencies that are less

perceptible to a human observer. For this reason, the CSF is often erroneously referred to as the

modulation transfer function (MTF) of the human visual system. While similar in nature to an MTF,

specification of a CSF makes no implicit assumption that the human visual system behaves as a linear

system.13 Rather it is better to take a similar thought process as Barten10 and Daly.13 That is to think of the

CSF as a way of normalizing spatial frequencies such that they have equal contrast thresholds. In the case

of magnitude image differences, this implies that the color difference is normalized for all frequencies.
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Fourier theory dictates that the discrete convolution kernels allow only for the sum or difference

of cosine waves. These cosine waves are in effect only an approximation of more accurately defined

contrast sensitivity functions, when used with kernels of limited size. As the size of the convolution

kernel increases the convolution kernel becomes identical to the frequency filter. This approximation is

balanced out by the ease of implementation and computation of the convolution. Specifying and

implementing the contrast sensitivity filters purely in the frequency, rather than spatial domain, allows for

more precise control over the filters with a smaller number of model parameters. Spatial filtering in the

frequency domain follows the general form shown below:

  

† 

Image filt = F -1 F Image { }⋅  Filter{ } (17)

where Imagefilt is the filtered image, F-1 and F are the inverse, and forward Fourier transform

respectively, Image is the original input image, and Filter is the 2-D frequency filter.

The convolution filters from the S-CIELAB model create a band-pass filter for the luminance

opponent channel, and two low-pass filters for the red-green and yellow-blue chrominance filters. It

would be possible to simply use the Fourier transform of these filters, as shown in Figure 18. This does

not gain any benefit over the convolution approach. Rather new filters can be designed that are potentially

more precise than the S-CIELAB approximations.

The chrominance filters from the S-CIELAB model were fit to experimental data collected by

Poirson and Wandell.24 Those data can be combined with other experimental data such as that from

Mullen36, or Van der Horst and Bouman37 The sum of two Gaussian functions were fit to the Poirson and

Van der Horst data using non-linear optimization. The fit of the Gaussians was very good for the

independent data-sets, as well as the combined sets. The form of the Gaussian equations are shown below:

† 

csfchrom ( f ) = a1 ⋅ e-b1 ⋅ f c1
+ a2 ⋅ e-b2 ⋅ f c2 (18)

where f is spatial frequency in cycles per degree of visual angle. Table 3 shows the values of the six

parameters for the red-green, and blue-yellow equations that best fit the combined data sets. Figure 24

shows the normalized sensitivities of the two chrominance channels, as a function of cycles per degree of

visual angle.
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Table 3. Parameters for Chrominance CSFs

Parameter Red-Green Blue-Yellow

a1 109.1413 7.0328

b1 -0.0004 0.0000

c1 3.4244 4.2582

a2 93.5971 40.6910

b2 -0.0037 -0.1039

c2 2.1677 1.6487

Figure 24. Red-Green and Yellow-Blue Frequency CSF Filters.

As these filters are to be applied to the 2-D frequency representation of the Red-Green and Blue-Yellow

channels, they must also be 2-D filters. The 2-D representation of these filters is shown in Figure 25.

  

Figure 25. 2-D Representation of Red-Green (left) and Yellow-Blue (right) Filters
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The luminance filter should be a band-pass filter, to approximate the contrast sensitivity function of the

human visual system. The Fourier transform of the S-CIELAB convolution kernels was shown in Figure

18. These filters were designed to fit experimental data. A three parameter exponential equation,

described by Movshon38, is a simple description of the general shape of the luminance CSF, which

behaves similarly to the S-CIELAB filter. The form of this model is shown below:

† 

csflum ( f ) = a ⋅ f c ⋅ e-b⋅ f (19)

where values of 75, 0.2, and 0.8 for a, b, and c respectively approximate a typical observer.39 The general

shape of this function is shown in Figure 26.
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Figure 26. General Shape of Three Parameter Movshon CSF

This filter will also be applied to a two-dimensional image, and as such must be two-dimensional. The

two-dimensional representation is illustrated below.

   

Figure 27. Two-Dimensional Representation of Movshon CSF

It is important to note that the above filter behaves as a band-pass filter, peaking around 4 cycles-per-

degree. Careful consideration needs to be taken regarding the DC component of the filter. The DC
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component is essentially the mean value of the image channel. For large simple patches, the mean value is

the value of the patch. The existing color difference formulas are able to accurately predict color

differences of simple patches, so it is important to keep this mean value constant. This can be

accomplished in several ways. Either the luminance contrast sensitivity function can be truncated into a

low-pass filter, or it can be normalized such that the DC component is equal to unity. If the latter method

is chosen, then the spatial filtering behaves as a frequency enhancer as well as modulator. Examples of

both these DC frequency-maintaining techniques are illustrated in Figure 28.

Figure 28. Examples of DC Maintaining Luminance CSF

The relative sensitivities of the band-pass filter in Figure 28 include values that are greater than 1.0, and

peak around 4 cycles per degree of visual angle. Instead of simply modulating frequencies, this actually

serves to enhance any image differences where the human visual system is most sensitive to them. When

attempting to predict the perceived visual differences between two images, this enhancement should

prove quite beneficial.

The relatively simple form of the Movshon three-parameter equation is both its strength and

weakness. It is an isotropic function so it is incapable of predicting orientation phenomena such as the

oblique effect. The form of the function is the same for all viewing conditions, unless the parameters are

specifically fit to existing data. It is generally assumed that viewing conditions can greatly alter the

contrast sensitivity function. This is especially the case for luminance level, which is known to “flatten”

the shape of the contrast sensitivity function as luminance increases. To better predict changes in viewing

condition, a more complicated function might be necessary. Two such functions have already been

discussed in the form of the SQRI and VDP models from Sections 2.3 and 3.1 above.
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7.1.1 Barten CSF from Square Root Integral Model (SQRI)

The contrast sensitivity function described by Barten for the SQRI model was described in detail in

Section 2.3. The contrast sensitivity model begins with the optical MTF of the human eye, which is

expressed as a Gaussian function. The MTF is then modified with models of photon and neural noise, and

lateral inhibition. The resulting CSF is an isotropic band-pass shape that is a function of luminance level,

pupil diameter, and image size. The general shape of this function was shown in Figure 7. The Barten

CSF has the same general band-pass shape as the Movshon CSF, resulting in modulation of the DC

component. This can be taken care of using the same normalization techniques as described above,

resulting in a CSF that both modulates and enhances. The two-dimensional CSF functions for use in the

image difference framework presented here are shown below.

  

Figure 29. Two-Dimensional Representation of Barten Luminance CSF

Since the Barten CSF is a function of many viewing condition parameters it is inherently more

flexible than the Movshon CSF. This flexibility comes with the price of model complication, as shown in

Equation 7. This model also predicts an isotropic contrast sensitivity function, so it too is incapable of

predicting orientation effects.

7.1.2 Daly CSF from the Visual Differences Predictor (VDP)

The contrast sensitivity function from the VDP was also described in detail in Section 3.1. The general

form of this model is shown in Figure 9. This model is a function of many parameters, including radial

spatial frequency (orientation), luminance levels, image size, image eccentricity, and viewing distance.

The result is an anisotropic band-pass function that represents greater sensitivity to horizontal and vertical

spatial frequencies than to diagonal frequencies. This corresponds well with the known behavior of the
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human visual system (the oblique effect). The two-dimensional representation was shown in Figure 10

and Figure 30.

Figure 30. Two-Dimensional Daly CSF Filter

The Daly CSF provides a comprehensive model capable of taking into account a wide range of viewing

conditions. The weakness in this model is in its complexity.

7.1.3 Modified Movshon

Another potential approach is to modify the three-parameter Movshon model such that it can handle a

wider range in viewing conditions. By altering the three parameters a, b, and c as a function of adapting

luminance it would be easy to add luminance factors to the model. Similarly, it would be possible to

combine the orientation function from the Daly model with the simple form of the Movshon model. The

form of this is shown below:

† 

csflum ( f ,q) = a ⋅ fq
c ⋅ e-b⋅ fq            fq =

f
1- r

2
cos(4q) +

1+ r
2

(20)

Where r represents the degree of modulation desired for diagonal frequencies. This allows for a relatively

simple model capable of predicting orientation effects.

7.1.4 Spatial Filtering Summary

The above sections describe a spatial filtering module for the image difference framework. This filtering

is based on the pre-processing filtering described in the S-CIELAB model. The spatial filtering is based
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on properties of the human visual system, most noticeably the contrast sensitivity function. These

functions are described as band-pass for the luminance channel, and low-pass for the chrominance

channels. Whereas S-CIELAB implemented the spatial filtering using a series of one-dimensional

convolution kernels, all of the models describe here are specified as frequency-space filters. The filters

can be used as a complex 2-D convolution kernel by taking the Discrete Fourier Transform (DFT) of the

frequency filter. The general approach to the spatial frequency module is shown below.

Figure 31. Flowchart for Spatial Filtering Module

7.2 Spatial Frequency Adaptation

There are several techniques for measuring the contrast sensitivity function of a human observer. Most

often it is through the use of a simple grating pattern.40 This pattern is usually flashed temporally, to

prevent the observer from adapting to the spatial frequencies being tested. Spatial frequency adaptation,

similar to chromatic adaptation, results in a decrease in sensitivity based on the adapting frequency.31

While spatial-frequency adaptation is not desired when measuring the fundamental nature of the

human visual system, it is a fact of life in real world imaging situations. Models of spatial-frequency
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adaptation that alter the nature of the contrast sensitivity function might be better suited for use with

complex image stimuli than those designed to predict simple gratings. The effect of frequency adaptation

is to boost and shift the peak of the CSF, when normalized with the DC component. Essentially this

implies that we adapt more in the low frequency regions than the higher regions.41 Figure 32 illustrates

this concept. What this concept implies is that the peak of the contrast sensitivity function might perhaps

be at higher frequencies with spatially complex stimuli, and that overall sensitivity might actually

increase. This behavior has been noticed before in several experiments.42,41 Two such models of spatial

frequency adaptation are presented in the following sections.

Figure 32. General Concept of Spatial Frequency Adaptation

7.2.1 Natural Scene Assumption

It is often assumed that the occurrence of any given frequency in the “natural world” is inversely

proportional to the frequency itself. 41 This is known as the 1/f approximation. If this assumption is held to

be true, then the contrast sensitivity function for natural scenes should be decreased more for the lower

frequencies, and less for higher. When the CSF is renormalized so that the DC component is unity, the

result is a CSF that illustrates an increase in relative sensitivity, with the shifted peak. It should be noted

that this relative increase in sensitivity has actually shown up in experimental conditions using images as

adapting stimuli, and then measuring CSFs using traditional sine-wave patterns.41 Recall also the

logarithmic integration utilized by the SQF and SQRI function was also in effect utilizing a 1/f

modulation of the CSF. Equation 21 shows a simple “von Kries” type of adaptation based on this natural

world assumption:
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† 

csfadapt ( f ) =
csf ( f )

1
f

= f ⋅ csf ( f ) (21)

Where f represents the spatial frequency in cycles per degree. In practice this type of spatial adaptation

modulates the low frequencies too much, and places too high an emphasis on the higher frequencies. A

nonlinear compressive function is better suited for imaging applications. The form of this equation is

shown below:

† 

csfadapt ( f ) =
csf ( f )
1

f
Ê 
Ë 
Á ˆ 

¯ 
˜ 

1 3 = f 1 3 ⋅ csf ( f ) (22)

where f is the spatial frequency and 1/3 is the compressive exponent.

7.2.2 Image Dependent Spatial Frequency Adaptation

A more complicated approach to spatial frequency adaptation involves adapting to the frequencies present

in the image itself, rather than making assumptions about the frequency power present in the natural

world. In this case, the contrast sensitivity is modulated by the percentage of occurrence of any given

frequency in the image itself. The frequency of occurrence can be thought of as a frequency histogram.

The general form of this type of adaptation is shown below:

† 

csfadapt ( f ) =
csf ( f )

histogram( f )
(23)

where f is the spatial frequency in cycles per degree of visual angle, and histogram(f) represents the

frequency of occurrence of any given spatial frequency in the image. The frequency histogram can be

obtained by taking the Fourier transform of the image. Again, this idea is more difficult in practice. For

most images, the DC component represents the majority of the frequencies present. This tends to

overwhelm all other frequencies, and results in complete modulation of the DC component, and gross

exaggeration of the very high frequencies. One way around this problem is to clip the percentage of the

DC component to a maximum contribution. We have found that 10% represents a reasonable DC

contribution. This is illustrated in the Equation below.

† 

histogram( f ) ª fft(image) <10% (24)

The resulting function is still incredibly noisy, and prone to error as some frequencies have very

small contributions, while others have larger contributions. These small contributions correspond to very

large increases in contrast sensitivity when normalized using Equation 23. This problem can be

eliminated by smoothing the entire range of frequencies using a statistical filter, such as a Lee filter.43
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These filters compute statistical expected values based on a local neighborhood, and are specifically

designed to eliminate noise. The resulting normalization still places too large an emphasis on the high

frequencies as compared to the lower frequencies. This can be overcome by applying the same nonlinear

compression function that was described for the natural scene assumption. The final form of the image

dependent spatial frequency adaptation is shown below.

† 

csfadapt ( f ) =
csf ( f )

smooth fft image( ) <10%[ ]( )1 3 (25)

7.2.3 Spatial Frequency Adaptation Summary

Two models of spatial frequency adaptation are described above. These models serve to alter the CSF

functions described in the previous module discussion. As such, these models cannot be thought of as

independent modules in the framework presented. Rather they are cascaded along with the general spatial

filtering module. Thus the general flowchart for applying these functions is the same as shown in Figure

31.

7.3 Spatial Localization Filtering

The contrast sensitivity filters as described above generally serve to decrease the perceived differences for

high frequency image information, such as halftone dots. However, it is often observed that the human

visual system is especially sensitive to position of edges. The contrast sensitivity functions seem to

counter this theory, as edges contain very high frequencies. This contradiction can be resolved if we

consider this a type of localization.

The ability to distinguish, or localize, edges and lines beyond the resolution of the cone

distribution itself is well documented.(pg 239-243)40 While the actual mechanisms of the human visual

system might not be known, it is possible to create a simple module to account for this ability to detect

edges.

7.3.1 Spatial Localization: Simple Image Processing Approach

The simplest such approach to this type of modeling is borrowed from the image-processing world. Edge

detection algorithms are very common in image processing, and can be easily applied in the context of an

image difference model. An example of this type of processing is convolution with a two-dimensional

Sobel kernel. The general form of this kernel is as follows.
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† 

xdir =

-1 0 1
-2 0 2
-1 0 1
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† 

ydir =

-1 -2 -1
0 0 0
1 2 1
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˙ 

(26)

The benefit to this type of localization filter lies in its simplicity, and the fact that most computing

languages have pre-defined libraries for implementing such a filter. The drawback to this filter is that it

does not take into account the cycles-per-degree of the viewing situation unless the images are

preprocessed to a set number of pixels-per-degree, so as a result is not as well tuned for all applications.

The frequencies being enhanced will change as a direct result of the viewing condition. In order for the

image difference framework to be flexible with regards to viewing conditions, it would be a wise idea to

have a localization filter that is more flexible.

7.3.2 Spatial Localization: Difference of Gaussian

A more flexible type approach to a spatial localization filter would be to use a tunable Difference-

of-Gaussian (DOG) Filter. The general form of this type of equation is as follows:

† 

DOG = e
-

x,y
s 1

Ê 

Ë 
Á 

ˆ 

¯ 
˜ 

2

- e
-

x,y
s 2

Ê 

Ë 
Á 

ˆ 

¯ 
˜ 

2

(27)

where x and y are the two-dimensional spatial image coordinates (pixels),  and s1 and s2 are the relative

widths of the two Gaussian functions. The general shape of this type function is illustrated in Figure 33.

 

Figure 33. General Shape of Difference-of-Gaussian Filter
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This type of filter can be frequency tuned by altering the values of s1 and s2 to the desired widths. Once

the desired widths are chosen, the DOG filter is applied to the image using a standard two-dimensional

convolution process.

7.3.3 Spatial Localization: Frequency filtering

This same type of localization filter can be accomplished by multiplication in the frequency domain,

rather than convolution in the spatial domain. This approach has the benefit of being able to more

intuitively select the frequencies that should be enhanced. For instance, it is easy to specify a band-pass

Gaussian filter centered at 30 cycles-per-degree with a half-width of 5 cycles-per degree. An example of

this filter is shown in Figure 34
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Figure 34. Example of a Band-Pass Spatial Localization Filter

The process of applying this filter would be the same as that for applying the contrast sensitivity

functions. The image is first transformed in the frequency domain via the Fourier transform, and then

multiplied by the attention filter. The result is then processed through an inverse Fourier transform to

obtain the filtered image.

Since the process is identical to that of the CSF filtering it stands that the two processes could be

cascaded together into a single filter. This process has both benefits and drawbacks. The benefit is that the

CSF filtering and spatial localization filtering can occur with a single multiplication. The drawbacks lie in

the sacrificing of modularity for the features. It becomes more difficult to separate the CSF from the local

attention filter for future testing and enhancements. For many cases this lack of modularity is not a

problem, and the benefit of a single pass for both the CSF modulation and the local attention filtering is

worth the price.
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Cascaded CSF and Local Attention Filter
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Figure 35. Example of Cascading CSF and Local Attention Filter into Single Filter

7.3.4 Spatial Localization: Summary

Three techniques for performing spatial localization filtering were described. Spatial localization attempts

to model the human visual systems ability to detect edge information, often beyond the resolution of the

cone spacing itself. The spatial localization module can be applied to an image difference model as a

stand along module, in conjunction with the core metric, or it can be cascaded with the spatial frequency-

filtering module.

One possible benefit to using the localization module on its own lies in the creation of a

“sharpness” map. While the output of the module should be fed into the core metric for calculating color

differences, the sharpness map might provide insight into whether the perceived difference are caused by

changes in perceived sharpness. Further research is needed to specifically create a link between the

localization output, and actual perceived sharpness.

7.4 Local and Global Contrast

The ability of an image difference model to predict both local and global perceived contrast differences is

very important.27  This can be considered another area where localization and attention play a factor.

Image contrast can often be thought about in terms of image tone reproduction. Moroney44 presented a

local color correction technique based on non-linear masking, which essentially provided a local tone

reproduction curve for every pixel in an image. This technique, with its similarity to unsharp masking,

can be adapted to provide a method for detection and enhancement of image contrast differences.
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This color correction technique generates a family of gamma-correction curves based upon the

value of a low-frequency image mask. This can be extended to an image difference model by generating a

family of gamma curves for each pixel in the image, based not only on the low frequency information at

each channel, but also the global contrast of each channel. The low-frequency mask for each image can be

generated by filtering each image with a low-pass Gaussian curve. An example of a low-pass mask is

shown below in Figure 36. It is often helpful to use a modified Hanning window to reduce ringing

artifacts in the mask.

  

Figure 36. Example of an Original Image and its Low-pass Mask

The contrast curves can then be generated using a modified form of Moroney’s technique, while

accounting for the use of a positive image mask. The general form of this equation is as follows:

† 

gamma[x,y] = max⋅ image[x,y ]
max[ ]

2
median

median-mask[ x,y]
Ï 
Ì 
Ó 

¸ 
˝ 
˛ 

(28)

where gamma[x,y] is the tone reproduction curve generated for each pixel, image is the input image

channel, max is the maximum value of the image in that channel, median is the median value of the image

in that channel, and mask[x,y] is the value of the low-pass mask for a given pixel location. The use of the

image channel maximum and medium helps assure that images of different “global” contrast values will

create different families of tone reproduction curves. This should serve to predict global changes in

contrast between two images. The family of curves generated using Equation 28 are shown in Figure 37.
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Local and Global Contrast
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Figure 37. Family of Tone Reproduction Curves Generated Using Local Contrast Model

7.4.1 Local and Global Contrast Summary

This rather simple local and global contrast detection model has tremendous potential and flexibility. It

can be used in the image color difference framework as an independent module, or it can be used in

combination with other modules to create a more complex image difference metric. One important

consideration when using this module is that of the color space for which the curves are generated. When

combined with the spatial filtering modules one can use the opponent color space. If used as an

independent module, this type of metric can be applied to the CIE XYZ tristimulus values. Alternatively

this type of metric can be used to alter the actual nonlinear compression function of the CIELAB

calculations. More discussion on the choice of color spaces will follow in Section 7.6.

Similarly to the spatial localization module, the output of the contrast module can be used to detect

whether perceived color difference are a result in overall changes in image contrast. This should be able

to determine if differences are a result of changes in white or black points, as well as overall tone-

reproduction changes. When used in conjunction with the final color difference equation, this becomes a

powerful step towards an ultimate quality model.

7.5 Error Reduction

All of the above modules work as a pre-processing step to an existing “core metric.” For the examples

given above this core metric has been the CIELAB color space, and specifically the CIE color difference

equations. The general flow chart for this framework is shown below.
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Figure 38. General Flowchart for an Image Difference Metric

The input to the metric is two images, and the output is a single image where each pixel represents the

magnitude of perceived color difference expressed in terms of the CIE color difference equations such as

DE94. The output image is often referred to as the error image. This image can provide many insights into

the cause and location of the differences between two images, which is often very beneficial when

designing imaging systems. Often, though, what is desired is a single number that represents the

magnitude of perceived error of an entire image. This can be thought of as the generalized equation

shown below:

† 

D im = f (image1,image2) (29)

where Dim is the overall image difference, and f(image1, image2) is some form of a color image difference

metric. There are inherent dangers in reducing an entire error image into a single number, a term that has

been coined “mono-numerosis.” Still, there are indeed some occasions where the calculation of an overall

image difference is both necessary and beneficial.

As such, there are many different techniques for reducing the information contained in an entire

image into a lower dimensional representation. Perhaps the simplest such methods rely on the “statistics”

of the error image itself. These statistics can be the moments of the image, such as the mean and variance
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of the errors. Higher order moments of the image such as skewness and kurtosis can also be examined.

Other statistical approaches are the root-mean squared (RMS) error, as well as the median, maximum and

other percentiles.

7.5.1  Structured Data Reduction

Other techniques for data reduction are possible as well. While the spatial filtering module is used as an

attempt to weight all color differences in the various frequencies equally, often times this is not enough.

An example of this is shown below in Figure 39.

Figure 39. Example of Images with Identical Mean Error. Image on Top is Original, Image on Left
has Additive Noise. Image on Right has Green Banana.

The mean color difference between either of the two bottom images and the top image in Figure 39 is

identical, when calculated in a standard pixel-by-pixel basis. The image on the bottom left has noise

added to it in such a manner that it should be barely perceptible. The image on the right has a large hue

shift on one of the bananas. The difference between the green banana image and the original image (top)

is very apparent, yet the calculated mean color difference is the same as the additive noise image. This

should not be surprising, as the S-CIELAB model was created to correct for just such problems.22 When
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the images are run through the image difference framework presented above, the calculated mean image

difference for the banana image becomes three times as large as the mean difference of the noise image.

While this is very comforting, in that the color image difference metric is performing as it is expected, the

mean magnitude of the banana image still seems too small. If we were to look at the full output error map

the large banana error would immediately stand out. Computational models that can “look” at the error

image for us might provide for much more accurate data-reduction than simple image statistics.

One possible technique for data reduction is using an error image correlation. An auto-correlation

of the error image is a relatively straightforward calculation, as shown below:

  

† 

Auto = F -1 F image{ }F image{ }{ } = F -1 F image{ }2{ } (30)

where F-1 and F are the inverse and forward Fourier transform of the error image. The auto-correlation

will serve to further boost errors when they exist in spatially large regions, and suppress errors when they

occur in smaller regions. Image statistics can then be used on the auto-correlated error image to obtain a

single metric for perceived image difference.

Another possible technique for data reduction could be using image processing clustering

techniques. Essentially image clustering can find distinct regions of errors that might be more perceptible,

and then weight those clusters more. Many different clustering techniques could be applied to this type of

situation.45

7.5.2 Data Reduction Summary

The large amount of information contained in an error image often needs to be reduced to a manageable

amount of information. This can be accomplished using simple image statistics, or more complicated

image-processing techniques such as auto-correlation or image clustering. In the context of the image

difference framework, the data-reduction can be thought of as a post-processing module that follows the

core metric.

Another potential technique would be to use a hybrid technique that utilizes the strengths of the

device-dependent system modeling with the strengths of the modular framework. Often, when modeling

an imaging system, system parameters are directly linked with perceptions. Linking MTF with sharpness,

for example. The various perceptions, or “nesses,” can then be combined to form an ad-hoc image quality

model using Minkowski summation. This approach is described in detail in Section 2.1. A similar

approach could be used to weight the output of each of the individual modules described, along with the

overall color differences, to form a weighted sum of overall image difference. This would allow a type of
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“importance” weighting to various percepts. The use of various image statistics for experimental

prediction are discussed more detail in Section 11.

7.6 Color Space Selection

All of the previous modules discussed are either pre-processing or post-processing that occurs on the core

metric. For the discussion up until this point the core metric was always assumed the CIELAB color

space in combination with the CIE color difference equations. This approach has many benefits. CIELAB

is an industry and academic standard that is well known, and well understood. Likewise, much research

has gone into the formulation of the CIE color difference equations. This research has culminated in the

creation of the CIEDE2000 color difference metric.46 It seems very appropriate to piggyback a color

image difference metric on top of this historical research.

There is no reason, however, this framework has to rely on CIELAB as its core metric. The

modularity of this framework applies just as much to the core metric, as to the other modules. As such, it

can easily be replaced with a different metric. There might be good reason to choose a different color

space for the core. One important consideration might be the choice of a color appearance space as the

core. This could be an important stride towards the creation of an image color space. As the second goal

of this research project is to create an image appearance model that is applicable for both image

difference and overall appearance predictions. One possible choice for an appearance core could be

CIECAM97s47 or the newly published CIECAM02.48 Using CIECAM02 as a base would have the same

benefit as using CIELAB, in that years of historical research has gone into its formulation. There are

several drawbacks to the CIE color appearance models, however. They tend to be relatively complicated

models to implement, and would only gain complexity when used in the image difference framework.

CIECAM02 also lacks a well-defined color difference equation. While it would be possible to create one

using the appearance correlates, the space was not designed for use as a color difference space.

7.6.1 IPT

Another potential candidate for the core metric is the Image Processing Transform (IPT) space

published by Ebner.49 This space is a relatively simple color space designed for ease of use in image

processing applications such as gamut mapping. One of the strengths of the IPT space is its hue-linearity,

which is a large improvement over CIELAB.49 The general flowchart of IPT is shown in Figure 40.
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Figure 40. Flowchart for IPT Color Space

The color space takes input in the form of CIE XYZ tristimulus values. The model assumes these

values are adapted to D65. If the image is not displayed under D65 then a chromatic adaptation transform

must be used to calculate the corresponding D65 colors. One chromatic adaptation transform that could be

used is the linearized CIECAM97s transform proposed by Fairchild.50 The adapted XYZ values are then

transformed into cone responses using the following equation.
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( 31)

The cone responses are then compressed using a nonlinear function such as that shown below.

† 

if L ≥ 0   L'= L0.43

if L < 0   L'= -(-L)0.43
( 32)
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The function is the same for the M and S responses. Finally, the IPT opponent channels are calculated

using a 3x3 matrix transformation, as shown below.
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Color appearance correlates can be calculated by transforming the IPT coordinates into a cylindrical space

much the same as converting CIELAB into CIELCh. Color differences can be calculated using a

Euclidean distance metric on the IPT coordinate.

7.6.2 Color Space Summary

Most of the discussion of the above modules assumes CIELAB to be the core metric from which the color

differences are calculated. The modular nature of the image difference framework allows the core metric

to be exchanged, if desired. Other possible core spaces could be color appearance spaces such as

CIECAM97s and IPT. The simplicity of IPT makes it a very attractive alternative for the core metric.

This topic will be revisited in Section 11 with the discussion of an introductory image appearance model.

7.7 Color Image Difference Module Summary

This section has introduced several modules that can be used in the modular image difference framework

presented in the Section 6. Several pre-processing modules were examined. This includes modules for

spatial filtering based on the contrast sensitivity of the human visual system, spatial frequency adaptation,

spatial localization filtering, and local and global contrast detection. A module for post-processing was

also discussed. This module represents the data-reduction stage for reducing an error image into a single

metric that accounts for the overall magnitude of error for an image pair. Finally, the color-space module

at the center of the image difference framework, known as the core metric, was discussed. The concept of

changing the core color space will be revisited in a later section.

The modules presented in the above section in no way attempt to represent all possibilities for an

image difference metric. There are many other examples that can be used in this type of framework. One

prime example would be the orientation tuning and visual masking used by the Color Visual Difference

Model.23 It is the hope that this framework will serve as a stepping stone for other researchers to

formulate new or refine existing image difference modules.



79

8 Psychophysical Evaluation

In order to create models of image difference, or image quality, that accurately predict the perceptions of

human observers it is necessary to test the models against experimental data. The following section details

a series of psychophysical experiments that have been designed to test various model aspects discussed in

the previous sections. There are three main experimental data sets that are used to test the image

difference model. These include two softcopy experiments, testing perceived sharpness and perceived

contrast. A third hard-copy experiment testing sharpness, graininess, and overall perceived image quality

is also be described.

8.1 Sharpness Experiment

This first experiment was designed to measure the perception of image sharpness. While only one of the

many perceived appearances that make up image quality, it has been noted that sharpness plays a very

important role.51 Therefore, the study of sharpness presents an ideal starting point towards bridging the

gap between spatial and color image difference and quality modeling.

This experiment examines the simultaneous variations of four image parameters: spatial

resolution, additive noise, contrast adjustment, and spatial sharpening filters.

8.1.1 Spatial Resolution

Previous research has indicated that for pictorial images, 300 pixels-per-inch at 8 bits-per-pixel is

adequate for printed color image quality.52 Thus, we focused on three levels of spatial resolution: 300 ppi,

150 ppi, and 100 ppi. These images were created by sub-sampling a higher resolution image, and then

using nearest-neighbor interpolation to expand the lower resolution image back to the original size,

effectively creating the appearance of larger pixels, for the lower resolution images.

8.1.2 Noise

To examine the influence of additive noise on perceived image quality, four levels of uniform, channel

independent RGB noise were created: no noise, 10 digital count, 20 digital count, and 30 digital count

noise. Each of the noise levels was uniformly distributed around a mean of 0.
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8.1.3 Contrast Enhancement

Three levels of contrast enhancement were used in the experiment. This includes the standard "non-

enhanced" level, and two levels of contrast enhancement. The enhancement was performed using

sigmoidal exponential shaping functions.

The three levels of contrast (none, exponent 1.1, exponent 1.2) were performed on the

independent image RGB values, indicative of a typical image-processing situation.

8.1.4 Sharpening

There exists many image editing tools which allow an end-user the ability to enhance the sharpness of an

image, through the use of spatial or frequency filters. One common tool is Adobe Photoshop. In this

experiment there were two levels of image sharpening: none, and the Photoshop sharpen filter from

version 5.5 on the Mac OS. This is similar to post processing one might do on pre-existing images.

8.1.5 Experimental Design

The four different image parameters described above combine to form 72 images, when simultaneous

variations are included (3 resolution * 4 noise * 3 contrast * 2 sharpening). The order that the

simultaneous variations occur can have a great impact on the resulting images. For this particular

experiment a real imaging system, such as a digital camera, was simulated. The order of processing thus

went:

• Resolution: Similar to resolution of an image capture or output device

• Additive Noise: Similar to noise that might occur in image capture

• Contrast: Similar to nonlinear processing that occurs in imaging device

• Sharpening: Typical user post-processing.

Figure 41 shows an image matrix representing four image variations, in the order they were applied.



81

Figure 41. Image Manipulations Performed for Sharpness Experiment

The 72 images were then used in a paired-comparison experiment. In the paired-comparison paradigm,

the 72 different images result in 2556 pairs for evaluation (72*71/2) for each scene. Four scenes were

chosen, golf, cow, man, and bear, and are shown in Figure 42. The 72 manipulations combined with the 4

scenes resulted in a staggering 10224 image comparisons necessary to get a complete interval scale.

Figure 42. Four Scenes Used in Sharpness Experiment
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The pairs of images were displayed on an Apple Cinema digital LCD display, driven by a Power

Macintosh G4/450. The 22-inch diagonal display allowed two 4x6 inch images to be displayed

simultaneously.

The images were presented on a white back-ground, with a maximum luminance of 154 cd/m2.

Previous work by Gibson53 has shown that LCD monitors are capable of performing as well as, if not

better than, high quality CRT displays.  To simulate 300-ppi resolution, the display was placed at a

viewing distance of 5ft, which is approximately 3.5 times a normal print viewing distance of 18 inches.

The images presented were 630 by 420 pixels, which subtended roughly 7 degrees of visual angle when

viewed at this distance. To facilitate the speed at which pairs could be viewed all 288 different images (72

images x 4 scenes) were loaded into memory. All possible pairs were then randomized and were

presented to the observer with random selection between right and left side of the display. The observer

was given a left hand and right hand mouse, which they clicked to select their chosen image. With this set

up, it was easily possible to present a new image pair in less than .5 seconds. The experimental setup is

shown in Figure 43.

Figure 43. Sharpness Experimental Setup

Observers were presented with the rather simple task of choosing which of the two images “appears

sharper.” A single session presented 500 pairs of images to an observer. On average, an observer was able

to finish a session in 20 minutes. Observers could then choose to continue on for multiple sessions, if they
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desired, or quit after a single session. Since no person could perform all 10224 observations in a single

setting, the experiment was designed to allow an observer to finish a session and resume where they left

off at a later date.

8.1.6 Sharpness Results

A total of 51 observers completed over 140,000 observations. Five observers completed all 10224

observations, while the average observer completed roughly one quarter of all the image pairs,

approximately 2556 observations.

Thurston's Law of Comparative Judgments, Case V, was used to analyze the results of the paired

comparison experiment, and convert the data into an interval z-score scale.54 Due to vast difference

between some of the image pairs, there were several zero-one proportion matrix problems. This was

solved using Morrisey's incomplete matrix solution, which uses a linear regression technique to fill in the

missing z-scale values.55

The z-score values were then normalized by subtracting the “original” image for each scene. This

created an interval scale of sharpness such that any image with a positive score was judged to be sharper

than the original, while any image with a negative score was judged to be less sharp. The goodness of fit

was tested using the Average Absolute Deviation (AAD), as shown in Equation 34:

† 

p'ij -pij =
2

n(n -1)
p'ij -pij

i> j
Â (34)

where p’ij is the predicted probability Image “i” is judged sharper than Image “j”, pij is the observed

proportion Image i judged sharper, and n is the number of stimuli.

The AAD on the resulting z-scores resulted in an average error of 0.026, or 2.6%. This suggests

that the Case V model fits the data well. The complete interval scale of sharpness was averaged across the

four scenes, and is shown in Figure 44. The legend shown in Figure 44 shows the ranking of all the image

variations, from best to worst. The images are labeled as follows: first, the resolution of the image is

listed, followed by the amount of noise, followed by the contrast level, and a sharpness key. For example,

image 300+20n+1.2+s is a 300dpi image, with 20 pixel noise, a contrast enhancement of 1.2, and

sharpened in Photoshop. The complete ranking of all the images, along with the corresponding z-scores

can be found in Appendix A.
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Figure 44. Complete Sharpness Interval Scale, Averaged Across Scenes

These results indicate that 21 images appeared as sharp or sharper than their respective original images.

The error bars shown in Figure 44 indicate the confidence interval resulting from the experiment. This

interval can be calculated as follows:

† 

CI =
1.38

N
(35)

Where N represents the number of observations for each image pair. At least 6 images were judged

significantly sharper than the original. All of these images had the highest resolution of 300 dpi. This

indicates that spatial resolution, or addressability, is of the highest priority for this experiment. The 300-

dpi image, with a noise level of 10, a contrast increase of 1.2, and with spatial sharpening was determined

to be statistically sharper than all other images. The 300-dpi image, with noise level 20, contrast increase

of 1.2, and spatial sharpening was also judged significantly sharper.

The experimental data for all the scenes individually were then examined to see if any scene

dependencies were present.
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For the Cow scene, the Average Probability Deviation calculated was 0.043, indicating less than

5% error. This indicates that the model used was a good fit for the data. It is important to also note that for

the Cow scene, adding noise and increasing contrast to an image was at times able to mask some of the

resolution differences between the 300dpi and the 150dpi images. Several enhanced 100dpi images were

also judged to appear as sharp as some 150dpi images. Another interesting artifact for the cow scene, was

the effect of spatial sharpening. For most images, the highest ranking images tended to have spatial

sharpening, while for the cow this was not the case. Instead, there were many cases where lower

resolution images were selected over the spatially sharpened higher resolution image. This suggests that

perhaps the edges of the computer rendered cow were already too crisp, since they had suffered none of

the degradation that usually occurs in an imaging system. Figure 45 shows the interval scale (y-axis) for

the sharpest 30 manipulations in cow scene, normalize to 0 for the original image.
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Figure 45. Experimental Results for Cow Scene

For the remaining scenes the Average Probability Deviations were determined to be 0.044, 0.046, and

0.043 for the Bear, Cypress, and Man images respectively. All of these errors were less than 5 percent.

This indicates that the Case V model was a good fit for all of the image scenes. For the bear scene in

particular, there were several different occasions where a lower resolution image was selected to be

sharper than several higher resolution images. This was particularly the case for the 150-dpi vs 300-dpi

images. This occurrence was also found in the Cypress images, and less so in the Man images. For all
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scenes, the sharpest images had some form of contrast enhancement. Figures 46-48 show the results for

the Bear, Cypress, and Man scenes.
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Figure 46. Experimental Results for Bear Scene
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Figure 47.  Experimental Results for Cypress Scene
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Figure 48. Experimental Results for Man Scene

To determine whether the combined data analysis masked any particular features evident in the individual

scenes, the individual scene Z-scores were plotted against the combined Z-scores. Figure 49 illustrates

these plots for two of the scenes, the Cow and Cypress images.

The cow scene fits with the combined data reasonably well with a correlation coefficient of 0.81,

though there are some interesting outlying points. All of the data that do not match up well with the

combined results involved images that were spatially sharpened. The most noticeable outlying point is the

sharpened 300dpi image. While consistently one of the highest ranked images for the other scenes, it was

ranked very low for the cow scene.

The other scenes match the combined data rather well, with correlation coefficients of 0.90, 0.96,

and 0.96 for the Bear, Man, and Cypress scenes respectively. This analysis seems to indicate that the data

for all scenes can be combined, without much scene dependency. It is important to note that the slope of

the lines fitting the data in the above figures is not important, but rather that the data can be fit well with a

simple linear equation.



88

Combined vs. Cow

y = 0.7976x + 3E-16

R2 = 0.8051

-3

-2

-1

0

1

2

3

-3 -2 -1 0 1 2 3

Combined Z-score

Co
w

 Z
-s

co
re

  

Combined vs. Cypress

y = 0.8318x - 5E-16

R2 = 0.9621

-3

-2

-1

0

1

2

3

-3 -2 -1 0 1 2 3

Combined Z-score

Cy
pr

es
s 

Z-
sc

or
e

Figure 49. Individual Scene Interval Scale vs. Combined Scene Interval Scale

The individual image variations were then examined to try and gain an understanding of the rules of

sharpness perception. All of the z-scores for each particular manipulation were averaged, across the

combined results, as well as individually for each scene. For instance, the z-scores for every image at 300

dpi were averaged to create a scale representing “300 dpi.” This created an average weight, for any given

variation. Figure 50 provides a plot of this analysis.
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Figure 50. Independent Variation Effects (Average Z-Score)

It is clear from the analysis that spatial resolution, which can be thought of pixel size or addressability, is

by far the most important influence on perceived image sharpness. Other interesting "rules" can be

interpreted from the results. Enhancing contrast increases the perception of sharpness for all scenes,

except for the bear. Additive noise increased perceived sharpness, up to a certain amount of Pixel noise,

and then decreased sharpness. Spatial filtering had a significant effect of sharpness for all scenes, except
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the Cow scene where it decreased perceived sharpness. These effects were most noticeable in the 300 and

150 dpi images. At 100 dpi, the effects were similar, though less distinct.

Clearly the effect of resolution is overwhelmingly dominant. To better understand the effects of

the other variations it is necessary to remove the resolution influence. The following series of plots shows

the independent variations at each level of resolution.
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Figure 51. Independent Variation Effects for 300 DPI Images
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Figure 52. Independent Variation Effects for 150 dpi Images
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100 dpi Effects
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Figure 53. Independent Variation Effects for 100 dpi Images

Isolating the other manipulations away from the dominant trend of resolution can reveal several important

trends. For the 300 dpi images increasing contrast generally causes a small increase in perceived

sharpness, as illustrated in Figure 51. For the 150 dpi images this increase contrast causes a larger

significant increase in sharpness, while for the 100 dpi image it has almost no effect. Similar relationships

can be seen with the other variations. A very interesting relationship is the effect of noise on perceived

sharpness. For the 300 dpi images there is a slight increase in sharpness when noise levels of 10 and 20

are added, and slight decrease with noise levels of 30. For the lower resolution images there is a

monotonic decrease in perceived sharpness with all levels of additive noise. This suggests that the

frequency of the additive noise itself might play a role in the perception of sharpness.

The above figures indicate that the presence of a single strong perceptual influence overwhelms,

or masks smaller influences. This ties back into the Minkowski summation techniques for image quality

modeling described by Keelan.6 That idea can be thought of as the suppression requirement in the

multivariate Keelan model.

8.2 Contrast Experiment

An extensive psychophysical experiment examining the perception and preference of image contrast was

performed by Anthony Calabria, at the Munsell Color Science Lab.56 This experiment was very similar in

design to the Sharpness Experiment, and was based partially on that experiment. Several distinct

experiments were performed under the umbrella of this contrast experiment, involving the effects of

lightness, chroma, and sharpness manipulations on perceived image contrast. These are discussed in brief

below.
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8.2.1 Lightness Manipulations

Twenty manipulations of the CIELAB L* channel were performed to test the effect of the lightness

channel on perceived contrast. These manipulations include seven sigmoid functions (both “increasing”

and “decreasing” contrast), four exponential “gamma” functions, eight linear L* manipulations, and

histogram equalization.

8.2.2 Chroma Manipulation

For the chroma experiment, the L* channel from the most preferred image in the lightness experiment

was chosen as a base image. This image had six linear manipulations of CIELAB Chroma (C*) added to

it, resulting in seven images with various amounts of color information, ranging from black-and-white to

120% chroma boosting..

8.2.3 Sharpness Manipulation

Seven unsharp masking functions of various weights were applied to the most preferred L* image from

the lightness experiment using Adobe Photoshop. This resulted in eight levels of sharpness, including the

original image.

8.2.4 Experimental Conditions

A total of six image scenes were used for the three experiments. These scenes are shown in Figure 54.

Figure 54. Image Scenes Used in Contrast Experiment



92

Two paired comparison evaluations were conducted for each experiment, using a setup similar to that

used in the Sharpness Experiment. The images were viewed at a distance of approximately 24 inches, and

subtended roughly 12 degrees of visual angle, corresponding to 22.5 cycles-per-degree. In the first

experiment the observers were asked to select their preferred image, while in the second they were asked

to select the image with the most contrast. This resulted in integer scales of contrast and preference, as a

function of Lightness, Chroma, and Sharpness. The averaged contrast scales (across the 5 pictorial

images) are shown in Figures 55-57.
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Figure 55. Contrast Scale Resulting From Changes in Lightness

The legend in Figure 55 shows the rank of the various images, from “least contrast” to “most

contrast.” The image titled “gma_0.900” is the image raised to a power (gamma) of 0.90. If the image title

begins with “inc” or “dec” that implies an increase or decrease in with sigmoid function, and if the image

title begins with “lin” it is a linear shift in the black level. From Figure 55 it can be seen that in general a

gamma of less than 1.0 decreases contrast, as does increasing the black level, and applying a decreasing

sigmoid function. Applying an increasing sigmoid function does increase perceived contrast, as does

applying a power function greater than 1.0, and moving the black level of the image to a lower value.

One interesting note is that the increasing sigmoid always appears more to be of higher contrast than the

original (labeled gma_1.00 in the legend of Figure 55), The images with less of an increase in sigmoid

were determined to be of higher contrast than those with a greater increase.
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Figure 56. Contrast Scales Resulting From Changes in Sharpness

The effect of sharpening on perceived contrast was very linear with sharpness level. Essentially

higher “sharpening” resulted in an increase in perceived contrast. This correlates very well with the

sharpness experiment described in Section 8.1. In that experiment, increasing contrast resulted in a

increase in perceived sharpness. The results from this experiment suggest there is reciprocity in the

perceptual relationship between contrast and sharpness.
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Figure 57. Contrast Scales Resulting From Changes in Chroma
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The relationship between chroma and perceived contrast, as illustrated in Figure 57, is generally linear.

As chroma increases so too does contrast. The one exception to this rule is the image with a contrast scale

of 0.2. This image looks almost achromatic, but is actually judged to be of less contrast than the black-

and-white image. From these results it can be said that contrast is dependent on both achromatic and

chromatic information.

 Complete analysis of these experiments can be found in detail in Calabria,56 with summary z-scores

shown in Appendix A.

8.3 Print Experiment

A joint hard-copy experiment was performed by researchers at RIT and at Fuji Photo Film in Japan. This

experiment was first designed and implemented at Fuji, and then subsequently repeated at RIT. The

experiment consisted of two scenes, with a series of four manipulations on each image. The two scenes,

Portrait and Ship, are shown in Figure 58.

Figure 58. Image Scenes Used in Print Experiment

The print experiment was designed to simulate several aspects of digital CCD camera design, and as such

there were a series of manipulations that correspond to what might happen in an actual camera. One of the

manipulations is simulated ISO speed, corresponding to pixel size or “film grain.” This is illustrated with

a close-up of the Portrait image for ISO speeds of 320 and 1600, as shown in Figure 59.
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Figure 59. Simulated ISO Speed Corresponding to 320 (left) and 1600 (right)

The next manipulation was a frequency cut-off filter, often used to prevent aliasing from a regularly

gridded CCD camera. Two frequency cut-off filters were tested, a rectangular shaped filter, and a

diamond shaped filter, which was a rotated version of the rectangular designed to maintain frequency

information in the horizontal and diagonal direction. An iconic example of the 2-D filter is shown in

Figure 60, as the actual shape and frequency cut-off are proprietary in nature.

Figure 60. Iconic Representation of Frequency Cut-off Filter
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Two levels of frequency boosting, or sharpening, were then applied. These filters can be thought of as

similar in nature to the spatial localization filter described in 7.3.3 and shown in Figure 34. Finally two

levels of additive noise were added to the images. The two each of speed, frequency cut-off, sharpening,

and additive noise yielded a total of 18 manipulations.

8.3.1 Print Experimental Setup

The digital images were printed on a Fuji photographic printer for use in a rank order experiment. The

observers were asked rank each of the images along three dimensions: sharpness, graininess, and overall

print quality. The prints were viewed in ISO conditions of D50 simulators at approximately 1000 cd/m2.

The observers were allowed to handle the images, and were told to use a “normal” viewing distance of 12

inches. At this condition the images subtended approximately 30 degrees of visual angle, or 35 cpd. A

total of 20 observers participated in the RIT experiment 13 males and 7 females. There were 13 observers

considered experienced in this type of judgment, while 7 were considered naïve. A total of 25 observers

participated at Fuji, all male with experience in this type of judgments. The rank ordered data were

converted into z-scores using Thurstone’s Law of Comparative Judgments.57 These z-scores represent

integer scales sharpness, graininess, and quality. The complete results of both the Fuji and RIT

experiments can be found in Appendix A. The RIT results are shown in Figures 61-66.
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Figure 61. Interval Scale of Sharpness for Ship Image
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Figure 62. Interval Scale of Graininess for Ship Image
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Figure 63. Interval Scale of Quality for Ship Image
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Interval Scale of Sharpness (portrait)
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Figure 64. Interval Scale of Sharpness for Portrait
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Figure 65. Interval Scale of Graininess for Portrait
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Interval Scale of Quality (portrait)
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Figure 66. Interval Scale of Quality for Portrait

The actual rank order of the image manipulations are shown in the legends of Figures 61-66. The image

name begins with the ISO speed, and is followed by the frequency boost, cut-off filter design, and noise

addition (e.g. iso1320_freq1_diam_noise2). The rank order was done from highest to lowest resulting in

negative z-scores corresponding to higher ranking for that particular scale.  What stands out most from

these data is the overwhelming influence of ISO speed on all the scales. The ISO 300 images were

universally judged to be higher in quality and sharpness, and lower in graininess than the ISO 1600

images. Since the z-scores are arbitrary integers, they can be normalized the addition or subtraction of any

integer. This is illustrated in Figure 67, which shows the overwhelming influence of ISO speed on

perceived quality for the Portrait image. In this situation the z-scores were normalized such that the

lowest quality image have a z-score of 0, and increasing z-scores correspond to an increase in quality. The

identical image manipulations for each ISO speed are plotted side by side in Figure 67. While a general

trend can be seen for all the manipulations, the trend is not statistically significant and overwhelmed by

the ISO speed.

The experiment precision was determined by directly comparing the resulting interval scales

between the RIT experiment and the Fuji experiment. This comparison is shown in Figure 68 for the Ship

image, and Figure 69 for the Portrait.
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Figure 67. Normalized Z-Scores Illustrating the Significance of ISO Speed
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Figure 68. Comparison Between RIT and Fuji Data for Ship Image
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Figure 69. Comparison Between RIT and Fuji Data for Portrait Image

In general the RIT data and the Fuji data match up very well, showing a high correlation coefficient. The

one notable exception is the scaling of sharpness for the Portrait image, illustrated by the upper right

image in Figure 69. For this particular attribute the RIT and the Fuji data do not match well at all. Since

the remaining scales do match up well, this seems to indicate the difficulty in judging sharpness for the

portrait image.

It is also important to examine the scene dependency from this experiment. It should be noted that

in general both the Sharpness and Contrast experiments produced scales that were relatively scene

independent. The noticeable exception was the Brainscan image in the Contrast experiment. To determine

the scene dependence the z-scores for each particular manipulation were plotted against each other for the

ship and portrait scene. The z-scores for the three different scales were examined, and are shown in

Figure 70.
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Figure 70. Scene Dependence for Print Experiment

For the quality and graininess experiments there seems to be little scene dependence. The same cannot be

said about the sharpness experiment, which shows considerable difference between the portrait image and

the ship image. Again, this seems to indicate an inherent difficulty for observers to judge sharpness in the

portrait image. The scene dependency plots, particularly for the image quality experiment (upper left in

Figure 70) show two distinct clusters of data.
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Figure 71. Z-Score Values of Image Quality Experiment

Figure 71 shows the image quality z-score values for the ship image, represented by the y-axis. The x-axis

represents a simple nominal scale representing different image manipulations. There are two distinct

groups shown, corresponding to the ISO 300 speed images, and the ISO 1600 images. This indicates that

the ISO speed is by far the most important attribute used to judge overall image quality. Similar plots are

shown in Figure 72 for the sharpness and graininess scales.
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Figure 72. Z-Score Values for Sharpness and Graininess Experiments

This same trend can be seen in the graininess scale, with the high-speed ISO 1600 image being

considerably grainier than the ISO 300 images, for the ship image. The sharpness scale does follow this

same general trend, though several ISO 1600 images were judged to be as sharp as some of ISO 300

images. Examining the quality scale for the Portrait image shows the same large distinction between the

two ISO speeds, as shown in Figure 73.
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Figure 73. Z-Score Values for Image Quality Experiment (Portrait)

The graininess and sharpness scales for the portrait image reveal this same story. For both of these scales

the ISO speed was judged to be the most important indicator, as shown in Figure 74.
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Figure 74. Z-Score Values for Sharpness and Graininess Experiments (Portrait)

This trend is very interesting, considering general difficulty observers had with judging sharpness for the

portrait image. The overwhelming influence on ISO speed for the print experiment is similar in nature to

the influence of resolution in the Sharpness Experiment, as discussed in Section 8.1.6. This again

indicates the possible ability for a single image attribute to mask other less important attributes.

8.4 Psychophysical Experiment Summary

Three psychophysical attributes were discussed in this section. These experiments scaled several image

attributes such as sharpness, contrast, graininess, and also overall image quality. These experiments are all

interesting in and of themselves. The data collected yields itself to almost unlimited analysis. In the

following section these data will be used to test the color image difference framework, as well as several

of the individual modules previously discussed.
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9 Image Difference Framework Predictions

This section discusses the use of the color image difference framework to predict the results of the

psychophysical experiments described in Section 8. While these experiments were not designed to

directly scale perceived image difference, they were designed to scale individual image attributes. In

order to scale any given attribute for a pair of images, an observer must first be able to see a difference

between those images. The larger the attribute difference should correlate with a larger perceived image

difference.

The image difference framework is designed to predict the magnitude of perceived color

difference between an “original” and a “reproduction.” The three experiments described above create

interval scales of sharpness, contrast, graininess, and quality based upon either rank-order or paired-

comparison analysis. This essentially means that the attribute difference between all the images were

calculated. The data can be analyzed using an image difference metric by taking the difference between

every image and a single “original” image. This can be compared to the interval scale by taking the

interval scale difference between every image and the same original. This results in both positive and

negative interval scales, where positive implies the scaled attribute is “greater” than the original, while

negative values imply “less” of the given attribute. For the sharpness experiment this means that all

images with a z-scale greater than 0 were judged to be sharper than the original.

It is important to note that an image difference metric is incapable of predicting whether an image

is deemed to be “more-sharp” or “less-sharp,” only that there is a difference in the images. This means it

can essentially predict the magnitude difference but not the direction of the difference.

9.1 Sharpness Experiment

The experimental sharpness interval scale can be used to evaluate the performance of the various modules

in the image difference framework. The sharpness scale can also be thought of as a difference scale,

whereas an increase or decrease in perceived sharpness between two images should be directly related to

the perceived difference between the two images.

The input to the color image difference framework is two images. The Sharpness experiment

involved an “original” image, with 71 different manipulations applied to this image. Thus the image

difference metric will calculate the perceived difference between this original image and all 71

manipulations.
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9.1.1 Baseline

To begin the image difference framework analysis it is important to start with a baseline calculation. The

baseline should be the “core metric” by itself, following the framework presented in Section 7.6. For the

following examples that core metric is taken to be CIELAB along with the CIE DE94 color difference

equations. The CIEDE2000 color metric provided similar results for this application. A pixel-by-pixel

color difference calculation for the original image and the 71 manipulations was performed. The result of

the pixel-by-pixel calculation is an error image where each pixel is considered an independent stimulus.

To compare these error images against the experimental sharpness scale the error images must be reduced

in dimension. The post-processing data reduction for the following example is the mean color difference

across the entire error image. Thus the core metric prediction is shown in Figure 75. This serves as the

starting point for all model evaluation. If the modules do not improve upon the general performance of the

core, then there is no need to add the complexity.
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Figure 75. Core Metric Error Prediction vs. Experimental Sharpness Scale

There are several important features illustrated in Figure 75 that need be explained in greater detail, as the

same analysis will be used for all of the modules in the image difference framework. The sharpness scale

was normalized such that the original image has a perceived sharpness of “0” units. This was

accomplished by taking the z-score difference between every image and the original image. Thus any

image that has a positive scale value is perceived to be sharper than the original, while any image that has

a negative scale is perceived to be less sharp. The general form of the image difference model is incapable

of determining whether a difference will result in an increase or decrease in sharpness, so it cannot predict
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the direction, only the magnitude. The means that the ideal plot in Figure 75 would be a “V” shaped plot

with the point at the origin [0,0], as illustrated by the lines drawn on the figure. An ideal prediction would

also have the same slope for both sides of the “V.”

Clearly it can be seen that the core metric does not produce anything resembling a “V” shape.

This indicates that the core metric itself, otherwise known as a pixel-by-pixel color difference, does not

adequately predict the experimental data. This should not come as a surprise, as the color difference

equations were designed to predict differences of simple color patches.

9.1.2 Spatial Filtering

That the CIELAB color difference equations do not work well for complex spatially varying stimuli

should not be a surprise. The S-CIELAB spatial model was created for just such reasons.22 This section

will examine the effect of the spatial filtering module on image difference prediction. Figure 76 shows S-

CIELAB model predictions, using a core-metric of the CIE DE94 color difference equations. Again the

mean of the S-CIELAB error image is plotted against the experimental sharpness scale.
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Figure 76. S-CIELAB Model Predictions vs. Experimental Results

Somewhat surprisingly, the S-CIELAB model actually predicts worse results than the standard color

difference equations. This suggests that the S-CIELAB convolution spatial filters might not be adequately

tuned for all purposes. This indicates more flexible spatial filters are desirable. Figure 78 shows the image

difference predictions calculated by replacing the S-CIELAB filters with the Movshon three-parameter

contrast sensitivity functions, as discussed in Section 7.1. The DC component of the filters were clipped

to 1.0, essentially turning the filters into low-pass filters.
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Figure 77. Model Predictions Using Movshon CSF

The CSF filters can also be normalized to 1.0 at the DC component, resulting in filters that both modulate

and enhance specific spatial frequencies. This serves to actually enhance errors where the human visual

system is most sensitive. The mean color differences found using a frequency-enhancing filter are shown

in Figure 68.
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Figure 78. Model Predictions Using Movshon CSF with Frequency Enhancement
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The more precise nature of the filter, along with the boosting of image difference information around four

cycles-per-degree of visual angle show a considerable improvement over standard S-CIELAB. Figure 78

hints at the desirable “V” shaped trend.

9.1.2.1 Complex Contrast Sensitivity Functions

It is important to understand whether it is possible to gain a further improvement by using one of the more

complicated CSF functions described in Section 7.1. These more complicated models include the Barten

and Daly CSFs. Model predictions using the Daly CSF and the Barten CSF, along with CIE DE94, are

shown in Figure 69.
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Figure 79. Model Predictions Using Daly and Barten CSF with Frequency Enhancement

The model predictions using the Movshon model and the Daly model are virtually identical. The

predictions using the Barten model are also similar. This can be verified by plotting the model predictions

against each other, as shown in Figure 70.
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Figure 80. Model Predictions Using Various CSFs
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The near linear correlation between the three contrast sensitivity functions indicates that the more

complicated CSFs are not necessary for this type of application. The significantly simpler three-parameter

model is adequate for these viewing conditions.

9.1.3 Spatial Frequency Adaptation

Recall that spatial frequency adaptation serves to shift and boost the general shape of the contrast

sensitivity function. This was illustrated above in Section 7.2.1. The two spatial frequency adaptation

techniques discussed can be evaluated using this experimental data. The model predictions, for the natural

scene adaptation based on the 1/f assumption, calculated using the Daly CSF are shown below in Figure

71.
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Figure 81. Natural Scene Adaptation Module Using Daly CSF

The Daly model is presented here because it gave slightly better performance than the other CSF models.

This is thought to be an artifact of the anisotropic nature, as that is the primary difference between the

Daly CSF and the others. More details can be found in Johnson.58 The general “V” shape trend is

improved upon, resulting in a tighter distribution. This indicates that spatial frequency adaptation can be a

valuable module, even with a simple natural scene assumption.

The more complicated image dependent spatial frequency adaptation model can be used in a

similar manner. The results of the model prediction, again using the Daly CSF along with the image

dependent adaptation can be seen in Figure 71.
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Image Dependent Adaptation + Daly CSF
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Figure 82. Model Predictions Using Image Dependent Frequency Adaptation

The image dependent spatial frequency adaptation model shows a large improvement, especially when

used in combination with the Daly CSF. This indicates that orientation might be more important when the

image content itself in examined. The image dependent adaptation also separates the experimental

sharpness scale into three distinct groups. These groups correspond to resolution, which makes sense

since the image dependent adaptation would be able to “pull out” the resolution information contained in

the image itself. More details regarding this type of analysis are described in Section 10.

9.1.4 Spatial Localization

The module for spatial localization serves to model the human visual systems ability to detect edge

information, as described in Section 7.3. This module is tested against the experimental data using the

simple Sobel method described above. For the viewing conditions of the experiment, the Sobel kernel

corresponds to enhancing a region centered on 30 cycles-per-degree of visual angle. The results of this

edge detection module, cascaded with the Movshon CSF are shown in Figure 83.
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Spatial Localization Filter
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Figure 83. Spatial Localization Model Prediction With Movshon CSF

Clearly the local attention metric goes a long way in predicting the experimental results. This should not

be surprising, since the perception of sharpness is often thought to be contained entirely in high frequency

edge information. Similar results are obtained using a cascaded CSF approach with a Gaussian filter tuned

to 20 cycles per degree, with width of 10 cycles-per-degree, as described in Section 7.3.3. This is shown

in Figure 74. While the predictions are not as closely grouped as the Sobel kernel, this type of filter is

much more flexible with regards to viewing conditions. The Gaussian filter also appears to better predict

the “V” shape of the images judged to be more sharp (positive sharpness scale values.) Identical results to

Figure 73 can be obtained by cascading the Fourier transform of the Sobel kernel with the CSF functions.
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Figure 84. Spatial Localization Using Gaussian Edge Enhancing

9.1.5 Local and Global Contrast Module

The experimental predictions for the local and global contrast module cascaded with the Movshon CSF

are shown below.
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Local Contrast

0

0.5

1

1.5

2

2.5

3

3.5

4

4.5

-5 -4 -3 -2 -1 0 1 2

Sharpness Scale

M
o

d
e
l 

P
re

d
ic

ti
o

n

Figure 85. Local Contrast Module Prediction Using Movshon CSF

This module does not show evidence of the tight distribution of points shown illustrated by the spatial

localization module. It does however show promise in the prediction of the “positive” images, or those

images deemed than the original image. The strength of the local contrast module becomes evident when

all of the modules are cascaded together.

9.1.6 Cascaded Model Predictions

All the model predictions until this point have been analyzing the individual modules independently. This

helps in the development and evaluation of each individual module. To maintain the flexible nature of the

framework it is important that the individual modules do not interfere with each other, essentially creating

predictions that are worse when used in conjunction with each other than when used independently.

Figure 86 shows the prediction of the image difference metric when all of the modules are used together.
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Figure 86. Cascaded Image Difference Modules
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It is clear that the individual modules do not interfere with each other, as the model predictions are as

good as, if not better than any individual model. Empirical metrics to test the goodness of fit of each of

the individual modules, as well as the cascade model will be discussed further in Section .

9.1.7 Color Difference Equations

All of the plots presented thus far in Section 9.1 have shown the mean of the color difference error image,

where the color difference equations selected are the CIE DE94. This choice of color space, and

corresponding color difference equations are eminently flexible. The use of a different color space, the

IPT space, will be discussed in further detail in Section 11.1. The calculation of CIE DE94 is relatively

straightforward compared to the traditional CIE DE*
ab equations, while offering significant improvements

in color difference predictions.59 It is interesting to determine if the added complexity of CIEDE2000

provides a general improvement to model prediction. Figure 87 shows the prediction of the sharpness

data-set using just the simple Movshon CSF with no other modules, for both CIE DE94 and CIEDE2000.
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CIE DE2000
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Figure 87. Model Predictions Using CIEDE94 and CIEDE2000

The two plots appear similar indicating that the two color difference formulae behave similarly in the

application of an image difference metric. This can be examined further by plotting the predictions

against each other, as shown in Figure 88. The two color difference formulae predictions are highly

correlated, as evidenced by the correlation coefficient of 0.99. They begin to differ slightly at higher color

differences, though that difference is rather minimal. One interesting note is that CIEDE2000 color

differences are of slightly lower magnitude than their corresponding CIE DE94 calculations, as evidenced

by the slope of 0.77 of the trendline. From this analysis it seems that either of the color difference

calculations can be used with similar results. This questions the necessity of the use of the far more

complex CIEDE2000 equations.
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Color Difference Equation Comparison
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Figure 88. CIEDE2000 Model Predictions vs. CIE DE94

9.1.8 Error Image Reduction

As mentioned above, all of the model predictions mentioned so far have been calculated by taking the

overall mean of the color difference error image. While taking the mean is the most straightforward image

statistic to use, it is of interest to determine if any other simple statistics are better correlated with the

experimental sharpness experiment. Other statistics besides the mean can include median, standard

deviation, maximum, and other higher moments such as skewness and kurtosis.
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Median Color Difference
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Figure 89. Mean and Median Color Difference Predictions

Figure 79 shows the mean and median color differences plotted side-by-side. It is obvious that the mean is

better correlated with the experimental data set, as evidenced by the tighter grouping. Other higher-order

percentiles, sometimes referred to as quantiles, show similar behavior to the median. Figure 80 shows the

standard deviation and the maximum color difference plotted side-by-side.
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Standard Deviation of Color Difference
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Figure 90. Standard Deviation and Maximum Color Difference Predictions

The standard deviation shows similar predictions to the mean, while the maximum illustrates some

interesting properties. Neither of these statistics correlates as well with the experimental sharpness scale

as the mean does, but we begin to see some differentiation of groups in these plots. This indicates that

these statistics might not be ideal for predicting overall image difference, but might be useful for

predicting the cause of these color differences. This subject is revisited in Section 10.

9.1.9 Metrics for Model Prediction

The results described in the previous sections illustrate that the image difference framework in indeed

capable of predicting the general trend of the sharpness experiment. This indicates that overall perceived

difference can be related to a complex perception such as sharpness. Due to the very complex multi-

variate nature of the sharpness experiment, the image difference metric is not capable of fully predicting

the results, as indicated by the general spread of the model predictions. It is important to be able to predict

the experimental trend, illustrated by the “V” shape of the above plots. However, it is also often desired to

have an empirical test of the model illustrating the relative strength of the predictions. This “V” shaped

nature indicates that the model is predicting two general trends; the images judged to be sharper and the

images judged to be less sharp. Thus a linear regression on these two groups should indicate how well the

model predictions correlate with the experimental sharpness scale. The slope of the regression line is

generally unimportant in this type of analysis, as the z-scores are arbitrary integer scales. What are of

interest is the correlation coefficients as well as the intercept. The intercept is important, as in an ideal

situation it would converge to zero, indicating a pair of images that are imperceptibly different. The plots

of the S-CIELAB predictions as well as the simple modified CSF predictions are shown in Figure 81.
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Figure 91. Strength of Prediction, S-CIELAB & Movshon CSF

From these plots we can see that the standard S-CIELAB model has a correlation coefficient of 0.02 and

an intercept of 3.03 for the less sharp images, and a correlation coefficient of 0.32 and intercept of 3.00

for the sharper images. By changing to the Movshon CSF the correlations improve to 0.41 and 0.47

respectively, while the intercepts are 1.51 and 1.55. This provides a baseline for model performance.

Clearly the S-CIELAB model is barely correlated with the data, while the Movshon CSF gains significant

performance. The two more complicated CSFs, from Barten and Daly can also be examined in this

manner.
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Figure 92. Strength of Prediction, Barten & Daly CSF

These models have similar correlation coefficients to the Movshon model, with the Barten CSF showing

slightly poorer performance. The correlation coefficients are summarized in Table 4.

This analysis can be applied to the remaining modules to determine the relative improvements or

degradation of their predictions. This is illustrated in the following plots.
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1/f Spatial Adaptation
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Spatial Localizationy = -1.2494x + 2.2799

R2 = 0.8005

y = 2.326x + 2.3315

R2 = 0.2874

0

1

2

3

4

5

6

7

8

9

-5 -4 -3 -2 -1 0 1 2

Sharpness Scale

M
o

d
e
l 

P
re

d
ic

ti
o

n

 

Local Contrast
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Figure 93. Independent and Cascaded Model Predictions

From these plots it can be seen that each of the modules does increase the performance of the predictions,

with some illustrating greater improvement than others. Cascading all of the modules together into the

“complete” image difference metric shows the best prediction, indicating that the sum of the parts is in

fact greater than the individuals. Table 4 shows the correlation coefficients and intercepts for all of the

independent modules, as well as for the cascaded model.
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Table 4. Goodness of Fit for Model Predictions

Negative Sharpness Positive Sharpness

Module R2 Intercept R2 Intercept

S-CIELAB 0.02 3.03 0.32 3.00

Movshon CSF 0.41 1.51 0.47 1.55

Barten CSF 0.31 1.44 0.41 1.52

Daly CSF 0.41 1.47 0.43 1.52

1/f Spatial Adaptation 0.64 1.68 0.53 1.60

Image Dependent Adaptation 0.82 2.77 0.39 1.83

Spatial Localization 0.80 2.28 0.29 2.31

Local Contrast 0.38 1.33 0.47 1.33

Cascaded Model 0.83 1.03 0.55 0.82

The relative importance, or strength of each module can be determined through examining Table 4. While

the cascaded model performed the best overall, several individual modules stand out. The three strongest

independent modules were the spatial localization, as well as the two spatial frequency adaptation

modules. It is interesting to note that the image dependent adaptation module and the spatial localization

module both predicted the less sharp images very well, while sacrificing the performance in prediction of

the sharper images. The natural scene adaptation (1/f) improved upon the less sharp images slightly less,

but also improved prediction of the sharper images.

All of the modules predicted an intercept greater than 0, with the cascaded full model showing the

smallest intercepts of 1.03 and 0.82. This indicates that there is a relatively large jump in predicted

differences away from threshold. This might be an artifact of the spatial filtering as the first stage for all

the modules. The contrast sensitivity functions used were all normalized to be 1.0 at the DC component,

resulting in values greater than 1.0 for certain frequencies. This has the effect of modulating and

enhancing certain frequencies. Perhaps it is this enhancement that is causing even slight errors to be

boosted, resulting in an intercept greater than 0. It might be interesting to see if this type of filter proves

useful for threshold models.

For an ideal model, it can be argued that the slope on both sides of the “V” is identical, and also

that the intercept must by forced to 0. This type of model suggests that “good” differences and “bad”

differences are identical. This analysis can be accomplished by fitting a single regression line to the

absolute value of the normalized interval scale, and by forcing this single regression line to have a 0

intercept.
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Enhanced CSF Prediction
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Spatial Localization
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1/f Spatial Adaptation
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Image Dependent
Adaptation
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Figure 94. Sharpness Predictions Using Identical Slopes and 0 Intercept
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Table 5. Correlation Coefficients for Identical Slope

Model No Intercept Intercept

Enhanced Movshon CSF -1.44 0.32

Spatial Localization -0.03 0.75

Local Contrast -1.35 0.23

1/f Spatial Adaptation -0.81 0.59

Image Dependent Adaptation 0.39 0.86

Cascaded Model 0.39 0.78

This analysis provides interesting insight into the model behavior, as illustrated by the correlation

coefficients shown in Table 5. When the intercept is forced to zero the correlation coefficient actually

goes negative for several of the modules. This indicates a weakness in the correlation metric for this

particular regression, perhaps caused by an inability to minimize the least squares error.  The negative

correlation actually suggests that the average model prediction across all images is better at predicting the

experimental data than any individual prediction. For the image dependent spatial frequency adaptation,

as well as the cascaded model, the least squares regression was able to find a solution that did not have a

negative correlation.

When the regression model is given the freedom to add an intercept, or offset term, all of the

models produce a positive correlation coefficient. In this situation the image dependent adaptation metric

proved to be a more accurate predictor of the experimental data than the cascaded model. This indicates

that one of the modules actually decreases the predictive capability. By examining the plots in Figures 93

and 94 it is obvious that the local-contrast module predicts a single image to be of much larger difference

than the experimental results suggest.

This type of analysis reveals the importance of having the intercept term in the model prediction.

This suggests a large “jump” in model prediction between images pairs with no differences, and images

that are different. This jump suggests an over-prediction of error around threshold differences. Perhaps a

visual masking module designed to suppress model output near threshold could reduce the need for an

intercept. Furthermore, perhaps the intercept itself could represent the perceptibility threshold. Just as

research into small color differences might suggest a threshold of 1.0 CIE DE*
ab an experiment could be

designed to find the perceptibility threshold of the image difference metric and determine if the intercept

term is below that value.
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9.1.10 Sharpness Experiment Conclusions

The sharpness experiment described in this section has provided a wealth of data with which to test the

color image difference metric. The modules described above have shown to be able to predict this

experimental data with varying degrees of accuracy. Each module has shown to improve prediction on its

own, while cascading the modules together has proven to be the most accurate at predicting the

experimental results, as illustrated by Figure 93 and Table 4.  When forcing the slopes to be identical, we

see that the local-contrast module over-predicts certain image differences, as shown in Figure 94.

9.2 Contrast Experiment

The data from the Contrast Experiment can be analyzed in identical ways as the data from the Sharpness

Experiment. The interval scales created in the Contrast Experiment can also be thought of as difference

scales, where the difference refers to the change in perceived contrast. Once again, these scales are

normalized so that the “original” image has a perceived contrast of “0.” Images that have a positive scale

value are judged to be higher in contrast than the original, while images with negative scale values are

judged to be lower in contrast.

The manipulated images are used as input into the image difference framework along with the

single original image. Thus the perceived difference between all the image manipulations and the original

is calculated If the image difference metric correlates with the experimental data, we would expect to see

the same “V” shaped curve as seen in the results of Sharpness Experiment. It is important to note again

that the image difference has no mechanism for determining whether a perceived contrast difference is an

increase or a decrease.

9.2.1 Lightness Experiment

The mean value of the error image using the Movshon CSF, modified to be anisotropic with image

dependent spatial frequency adaptation is shown in Figure 95 plotted against the experimental contrast

scale. The experimental scale is averaged over all image scenes.
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Figure 95. Model Predictions of Lightness Experiment Contrast Scale

The model is shown to very accurately predict the experimental data, as evidenced by the tight “V”

shaped distribution. The correlation coefficient for the image deemed to be of less contrast is an

impressive 0.98, while the correlation for the higher contrast images is 0.74. The intercepts for both series

are also above 0, at 0.61 and 0.57. This again suggests that the frequency enhancement of the contrast

sensitivity function boosts even small errors. From Figure 95 we can see that a simple image difference

model using just the spatial filtering and adaptation is capable of predicting this data-set. The univariate

nature of the contrast experiment lends itself does not have the inherent interactions between the

manipulations, making it ideal to test the image difference framework. An analysis that forces the slopes

to be identical and also forces the intercept to zero can also be performed. This is illustrated in Figure 96.
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Figure 96. Model Predictions of Lightness Contrast Scale with Identical Slope

The metric behaves reasonably well with a 0 intercept, with a correlation coefficient of 0.70. When an

intercept is allowed for, the correlation increases to 0.78. This decrease in performance when identical
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slopes are forced suggests that the relationship between increased contrast and perceived difference in not

necessarily linear. Perhaps when the image difference increases too much the images appear to lose

contrast.

9.2.2 Chroma Experiment

The results of the same image difference metric are shown below plotted against the experimental

contrast scale created from the chroma experiment.
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Figure 97. Model Predictions vs. Perceived Chroma Contrast Scale

The image difference metric is able to predict this data rather well, with the exception of a single data

point. The correlation coefficient for the images judged to be of less contrast is quite good at 0.90. As

there are only two data points for the images judged to have more contrast, it is not necessary to calculate

the correlation. The experimental results show an almost monotonic increase in contrast with chroma,

except for when there is very little chroma added to an image. The image with no chroma (grayscale) was

judged to have significantly higher contrast than the image with 20% chroma. There are several theories

as to the cause of this perception expressed by Calabria.56 The image difference model is not capable of

making this distinction. Forcing identical slopes for the increasing and decreasing contrast images does

not change the model prediction much, as shown in right side of Figure 97. We do not see a nonlinear

relationship with excessive chroma boosting like there was with lightness. Perhaps this is because the

chroma boosting was limited to 1.2 maximum.

9.2.3 Sharpness Experiment

In the sharpness experiment all of the manipulations were judged to have more contrast than the original

image, so the model predictions do not have the characteristic “V” shaped trend. The image difference

predictions are shown in Figure 86.
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Model Prediction of Sharpness Contrast

y = 1.2548x + 0.1537

R2 = 0.9582

0

0.5

1

1.5

2

2.5

3

3.5

4

4.5

0.00 0.50 1.00 1.50 2.00 2.50 3.00

Perceived Contrast

M
o

d
e
l 

P
re

d
ic

ti
o

n

Model Prediction of Sharpness Contrast

y = 1.2548x + 0.1537

R2 = 0.9582

y = 1.3296x

R2 = 0.9534

0

0.5

1

1.5

2

2.5

3

3.5

4

4.5

0.00 0.50 1.00 1.50 2.00 2.50 3.00

Perceived Contrast

M
o

d
e
l 

P
re

d
ic

ti
o

n

Figure 98. Model Prediction vs. Sharpness Contrast Scale

The image difference framework was able to very accurately predict the results of the monotonic increase

in contrast caused by the unsharp mask, with a correlation coefficient of 0.96. Forcing the slope to 0

results in little change, with a correlation coefficient of 0.95.

9.2.4 Contrast Experiment Conclusions

The experimental results from the Contrast Experiment were predicted very well using just the spatial

filtering and spatial adaptation modules of the image difference framework. This is encouraging, as the

univariate nature of the experiment proved to be a very good test of simple image differences. The

modular nature of the framework allowed for a choice of a relatively simple model in comparison to the

full cascaded model described in Section 9.1.6, as that proved sufficient for predicting this data. This

follows with the guidelines of keeping the model only as complicated as necessary.

9.3 Print Experiment Predictions

There were three separate rank-order print experiments, corresponding to perceived sharpness, graininess

and overall image quality. This section outlines the image difference model predictions for these three

experiments. It should be noted that the model predictions for all three experiments are identical, as the

perceived image differences did not change between the image pairs. Thus this experimental dataset can

lend insight into the relationship between image differences and three distinct perceptions, or “nesses.”

9.3.1 Sharpness Experiment

In this experiment observers were asked to rank the images in the order of sharpness. The experimental

results for this particular experiment did not match up well between the RIT and the Fuji datasets,

indicating a difficulty in this judgment. The data is predicted using the image difference modules of the

Movshon anisotropic CSF, along with image dependent spatial adaptation and with spatial localization.
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The mean experimental predictions for the Ship image for both the Fuji and RIT data are shown in Figure

99.
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Figure 99. Image Difference Predictions of Sharpness (Ship)

The model does a reasonable job of predicting those images that are perceived to be sharper, with a 0.87

and 0.55 correlation coefficient for the Fuji and RIT data respectively. The model does not do a good job

predicting the image deemed to be less sharp, evidenced by correlation coefficients of less than 0.1 for

both datasets. The prediction is substantially worse for the Fuji ranking of the portrait image, as shown in

Figure 100.
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Figure 100. Image Difference Prediction of Sharpness (Portrait)

The model does a reasonable job predicting the RIT data, but seems incapable of predicting the Fuji data.

The trend line actually goes in the opposite direction for the images deemed to be less sharp. The RIT and

Fuji data did not match well for this particular scale, as described in Section 8.3, and Figure 69. This

indicates that the observers struggled with this attribute, perhaps as a result of interjecting some

preference into the perception of sharpness in portrait images. The discrepancies between the RIT and

Fuji data might also result from the use of a homogenous observer group at Fuji (all male and

experienced), while the RIT result was a mix of male, female, experienced and naïve. The inability of the
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model to predict this particular scale also suggests attribute interactions between the various interactions.

It should be noted that there are two distinct groups of images predicted from the image differences

(below 10, and above 10). These correspond to the two ISO speed differences, as the ISO 300 image with

no manipulations was used as the original. It is interesting to note that the RIT group deemed all the ISO

300 manipulations sharper than the corresponding ISO 1600 images, while the Fuji group did not have

this same distinction.
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Figure 101. Sharpness Prediction with Identical Slope and 0 Intercept

Forcing identical slopes for all predictions, as well as eliminating the intercept, results in similarly bad

predictions as seen in Figure 101.

9.3.2 Graininess Prediction

In the graininess experiment observers were asked to rank the images based on the perception of

graininess. The mean image difference predictions using the same modules, with the ISO 300 image as

the original are shown in Figure 102 for the Ship image.
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Figure 102. Image Difference Predictions of Graininess (Ship)

The image difference model shows a very impressive relationship with the Fuji data, with a correlation

coefficient around 0.95. The Fuji group determined all the images were grainier than the original, while

The RIT group predicted the original to be grainier than several of the other manipulations. The image

difference model also does an impressive job predicting the RIT data as well, though not as good a job as

the Fuji data. Perhaps this is because the RIT observers are not as experienced in this type of observation,

at the Fuji engineers are. Forcing the slopes to be identical as well as the intercept to be 0 results in the

predictions shown in Figure 103.
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Figure 103. Image Difference Predictions of Graininess with Identical Slopes and 0 Intercept

Forcing the slopes identical actually improves the RIT prediction, increasing the correlation coefficient to

0.91 when allowing for an intercept. Both datasets show a slight decrease in performance when

eliminating the offset term. This again suggests a slight jump in model prediction near threshold. The

model predictions for the portrait image are shown in Figure 104.
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Figure 104. Image Difference Predictions of Graininess (Portrait)

The image difference model predictions for the portrait image correlate very well with the experimental

data, with coefficients greater than 0.9 for the images judged grainier. Forcing identical slopes, and

eliminating the intercept results in the predictions shown in Figure 105.
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Figure 105. Image Difference Predictions of Graininess with Identical Slopes and 0 Intercept

Forcing the slopes to be the same actually increases the prediction slightly for both groups, suggesting a

linear relationship between the model predictions and the perception of both increasing and decreasing

graininess. Removing the intercept term decreases the correlation slightly, again suggesting an over-

prediction of image difference around threshold.

That the same image difference predictions correlate very well to the graininess scale and not the

sharpness scale indicates that perhaps graininess is a simple image difference perception, while sharpness

might be a higher order perception.

9.3.3 Image Quality Experiment

Up to this point the image difference framework has been used to predict various percepts, or “nesses,”

such as sharpness, contrast, and graininess. The print experiment offers the first test for predicting overall
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image quality. It is important to realize that the judgment of quality in the experiment is most likely

influenced by the changes in graininess and sharpness in the image manipulations, as well as from the

previous ranking experiments. Figure 106 shows the mean image difference predictions of the image

quality experimental scale for the Ship image.
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Figure 106. Image Difference Predictions of Quality (Ship)

The image difference model does a very reasonable job predicting overall image quality of the ship

image, with correlation coefficients of 0.77 and 0.86 for the Fuji and RIT images judged to be lower

quality than the original. Both the RIT and Fuji datasets are overwhelmingly influenced by the ISO speed,

as all of the ISO 1600 images were deemed to be of much lower quality than the ISO 300 images. Figure

107 shows the predictions by forcing the slopes to be identical for both higher and lower quality images,

as well as removing the intercept term.
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Figure 107. Image Difference Predictions of Quality with Identical Slopes and 0 intercept

The predictions for the Fuji data are slightly worse when the slopes are identical and an intercept is

allowed. These predictions get worse yet when the intercept is forced to 0. The RIT data is well predicted

with identical slopes, with a correlation of 0.86 and 0.79 with and without an intercept respectively. The

predictions for the portrait image are shown in Figure 108.
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Prediction of Portrait Quality (Fuji)
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Figure 108. Image Difference Predictions of Quality (portrait)

Figure 108 shows very strong correlations between the image difference metric and perceived image

quality for the portrait image. This relationship is strong for both the RIT and Fuji data, and equally

strong when the slope of the predictions are identical for increases and decreases in perceived quality.

That the image difference model correlates very well with image quality scales indicates the

potential use of this type of model for building an overall image quality metric. This notion is explored

further in Section 10.

9.3.4 Print Experiment Summary

Three hard-copy ranking experiments were used to evaluate the performance of an image difference

model based on the modular framework. Of the three experiments, the image difference metric proved

quite capable of predicting the perceived graininess scales, as well as overall image quality. The model

struggled with predicting the sharpness scale. From the discrepancies between the RIT and Fuji datasets it

seems that the observers themselves also struggled with scaling sharpness, especially for the Portrait

image.



132

9.4 Psychophysical Experimentation Summary

Section 9 has detailed the use of several psychophysical datasets in the design and evaluation of the color

image difference framework. Section 9.1 outlined a softcopy paired comparison experiments examining

the perception of sharpness. This dataset has been used to evaluate the performance of all the individual

modules in the framework, as well as the cascaded model performance. Each module was shown to

increase the model prediction of the data, though some modules were more beneficial than others. The

summary of each of the modules relative performance can be seen in Table 4.

Two other independent datasets, created from a series of soft-copy and hard-copy experiments,

were used to test the performance of the image difference model. The contrast experiments scaled

perceived contrast across a series of individual manipulations. The image difference metric, created by

cascading the modules together, proved to be very successful in predicting the results of the perceived

contrast resulting from changes in lightness, chroma, and sharpness. The print experiment scaled

sharpness, graininess, and overall quality as a result of a series of image manipulations typically found in

the design of digital cameras. The image difference metric was capable of predicting the graininess and

overall image quality scales well, though it struggled with the sharpness scale. This could be a result of

the multi-variate nature of the sharpness perception, or a result of the observer noise itself.

The image difference metric is incapable of determining causes or direction of perceived

differences, only magnitudes of difference. Section 10 discusses techniques that can be used to begin to

understand the cause, and direction, of differences.
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10 Image Appearance Attributes

This section describes the evolution of the color image difference framework towards a model of image

appearance. An image appearance model can be thought of a color appearance model for complex spatial

stimuli. This allows for the prediction of appearance attributes such as lightness, chroma, and hue, as well

as image attributes such as sharpness, contrast, and graininess. The prediction of these attributes can then

be used to formulate a device-independent metric for overall image quality.

Recall that an image difference model is only capable of predicting magnitudes of errors, and not

direction. A model capable of predicting perceived color difference between complex image stimuli is a

useful tool, but it does have some limitations. Just as a color appearance model is necessary to fully

describe the appearance of color stimuli, an image appearance model is necessary to describe spatially

complex color stimuli. Color appearance models allow for the description of attributes such as lightness,

brightness, colorfulness, chroma, and hue. Image appearance models extend upon this to also predict such

attributes as sharpness, graininess, contrast, and resolution.

One of the strengths of the modular image difference framework is the ability to pull out

information from each module, without affecting any of the other calculations. This flexibility can be very

valuable for determining causes of perceived difference, or for predicting attributes of image appearance.

This is analogous to a traditional color difference equation such as CIE DE*
ab. Traditional color difference

equations only tell the magnitude of the perceived difference, and not the direction or cause of said

difference. This information can be obtained by examining the individual color changes themselves, such

as DL*, DC*, and Dh. These changes are not Euclidean distances so they maintain direction and magnitude

information. Thus it is possible to determine the root cause of an overall color difference, such as a hue

rotation. The modular framework allow for similar calculations by examining the output from each of the

individual modules. This can be beneficial for determining the root cause of an overall error image. For

instance, if someone is designing an image reproduction system they can use the overall image difference

metric to determine the perceived magnitude of error. They can then examine the output from the

individual modules to determine the cause of the error, such as change in contrast. Figure 109 illustrates

this principle.
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Figure 109. Using Individual Modules for Determining Cause of Image Difference

This concept can be explored using the Sharpness Experiment dataset, as there were several simultaneous

image manipulations.
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10.1 Resolution Detection

As described in Section 8 there were three levels of resolution, or addressability, tested in the Sharpness

Experiment corresponding to 300, 150, and 100 pixels-per-inch. The spatial filtering module, in

conjunction with the spatial frequency adaptation, should be able to detect these three levels of resolution

differences when compared against the original 300 dpi image. This is accomplished by examining the

standard deviation of the DL* channel output from this module. The L* channel is used because of the

nature of the spatial filters, as the luminance channel is much more sensitive to high frequency

differences. The standard deviation of this channel is thought to best detect the changes in resolution, as

the error image will have relatively small error in the low frequencies, and much larger errors in the high

frequencies where the low resolution images contain no information. This combination of small and

larger errors results in a large standard deviation. The prediction of the standard deviation of the L*

channel of the sharpness scale data is shown in Figure 110.
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Figure 110. Standard Deviation of L* Channel

There are three relatively distinct groupings shown in Figure 110, highlighted by the red ovals. These

groups correspond to the three levels of resolution. The three groups are not completely separated as

indicated by the overlap between two of the ovals. This overlap is most likely caused by one of the other

image manipulations adding high-frequency information. Thus this metric itself is not fully capable of

detecting resolution changes in a fully automated manner. A color researcher might be able to examine

one of the image difference plots shown in Section 9.1, along with this type of plot, to determine if the

cause of the image difference was a change in resolution.
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10.2 Spatial Filtering

Spatial filtering using a convolution edge enhancement was applied to the half of the images in the

Sharpness Experiment. Examining the output of the spatial localization module should be able to detect

whether spatial filtering was applied or not. The spatial localization module is typically applied to the

luminance opponent channel, by filtering with a Gaussian kernel. We can examine the standard deviation

of the difference of the two luminance channel images. In Figure 111 the luminance images are filtered

with a Gaussian centered at 20 cycles-per-degree with a width of 5 cpd.
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Figure 111. Prediction of Spatial Filtering

There are two distinct groups shown in Figure 111, corresponding to the two levels of spatial filtering.

This type of plot also reveals more information into the experimental sharpness scale. Figure 110,

showing the prediction of resolution, looks very similar to the overall perceived image difference

predictions. The three resolution levels are fairly distinct along the sharpness scale (x-axis) indicating the

importance that resolution played a key role in the perception of sharpness. Figure 94 does not have that

type of separation as the two levels of spatial filtering span the entire sharpness scale. This indicates the

smaller role that spatial filtering had on overall perceived sharpness when compared to resolution, as

discussed in Section 8.1.6. Figure 111, however, could provide a good indication that an image difference

is caused by spatial sharpening.

10.3 Contrast Changes

There were three levels of contrast in the Sharpness experiment. The local-contrast module was designed

to detect changes in contrast, so it stands that the output of that module should detect these three levels of
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contrast. The contrast module uses a low-pass mask to generate a series of tone curves based upon both

global and local changes of contrast. The degree of the low-pass filter determines the local contrast

neighborhood. Typically this is performed only on the luminance information, although a similar type

metric could be used to determine changes in chroma contrast. To detect changes in contrast the mean

difference of the CIELAB L* channel output from the contrast module can be plotted. This is shown in

Figure 112.

Contrast Prediction
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Figure 112. Prediction of Changes in Contrast

It is clear that there are three distinct groups in the Figure 112, corresponding to the three levels of

contrast in the input images. A research could examine an overall image difference map, along with this

type of plot to determine if the cause of the error was a change in contrast. Notice once again that each

level of contrast spans the entire sharpness scale. This indicates that contrast, while playing an important

role in perceived sharpness, was overshadowed by other manipulations such as resolution.

10.4 Putting it Together: Multivariate Image Quality

This section has outline a potential use of the modular image difference framework for pulling out

information relating to the cause of perceived image differences. This can be useful for building

multivariate models of image quality, using similar techniques as described by Keelan.6 One simple

technique for image quality scaling is through the weighted sum of various perceptual attributes such as

contrast and sharpness. We can use the same type of techniques by applying weights to the output of the

individual models. The output of the contrast module, the spatial localization module, and the overall
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image difference error map has been combined as an ad-hoc image quality metric. The predictions of this

type of metric are shown in Figure 113.

Model Prediction Using Appearance Attributes
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Figure 113. Prediction of Ad-hoc Image Quality Metric

This prediction is presented as a “proof-of-concept” rather than as a complete attempt to predict image

quality. What is interesting is this type of modeling can start to predict both magnitude and direction of

the experimental sharpness scale. The arrow shows the general trend in Figure 96 indicating the direction

of increased sharpness.

10.5 Image Attribute Summary

This section has outlined steps that can be taken to predict root causes of image differences. One of the

strengths of the modular framework is that it allows for output and examination of image data at each

individual module. This output can be used to provide additional information to an end-user, and can help

determine what types of image difference are encountered. The output from the various modules was

shown to detect the changes in resolution, contrast, and spatial filtering of the input images.

In the current state the module outputs have no real perceptual meaning. For instance, the output

of the local contrast metric was capable of detecting changes in “gamma” of the input images, but it

cannot be said that the output is a metric of the appearance of perceived contrast. An image appearance

model is needed for determining appearance correlates such as lightness, chroma, sharpness, and contrast.

Section 11 describes an initial outline for such an image appearance model, called iCAM.60
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11 ICAM: an Image Appearance Model

This dissertation has outlined the motivation of, and the inspiration behind the creation of a modular color

image difference framework. The concept behind this framework has been discussed, along with many

individual modules that when combined create a metric that is very capable of predicting perceived image

differences.

At the heart of the modular framework lies the “core metric.” This metric is a color space, and has

been CIELAB along with the CIE color difference equations throughout most of the discussion in the

previous sections. If the core metric were to be replaced with an appearance space, then an image

appearance model is born. This image appearance model shares the same strengths as the image

difference framework, namely simplicity and modularity. The foundation for such an image appearance

model has been laid, and has resulted in the formulation of iCAM, the Image Color Appearance

Model.6061

Just as an image difference model augments traditional colorimetry and color difference

equations to account for spatially complex stimuli, image appearance models augment traditional color

appearance models. Color appearance models themselves extend upon traditional colorimetry to include

the ability to predict perceptions of colors across disparate viewing conditions. All color appearance

models must, at least, be able to predict appearance correlates of lightness, chroma, and hue. When

applied to digital images, color appearance models have traditionally treated each pixel in the image as an

independent stimulus. Image appearance models attempt to extend the color correlates to include spatially

complex correlates such as sharpness, graininess, and contrast.

At the heart of iCAM lies the IPT color space, as described in Section 7.6.1. This space serves as

the core metric, and is augmented with several of the ideas described in this dissertation as the modular

framework for color image difference calculations. These modules are extended to include spatial models

of chromatic adaptation, luminance adaptation, viewing surround. The general flowchart for spatial iCAM

is shown in Figure 114.
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Figure 114. Flowchart for iCAM: a Spatial Image Appearance Model

The goal in the formulation of iCAM is to combine the research of color appearance, spatial vision, and

color difference into a single unified model. This type of model is applicable to a wide range of situations,
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including but not limited to high-dynamic range imaging, image color difference calculation, and spatial

vision phenomena.

The input into the iCAM model, as shown in the top of Figure 114, is a colorimetric

characterized, image. The adapting stimulus, or “whitepoint” is specified as low-pass filtered version of

the input image. The adapting image can also be tagged with absolute luminance information, which is

necessary to predict the degree of chromatic adaptation.  This absolute luminance information of the

image is also used as a second low-pass image to control various luminance-dependant aspects of the

model. These are necessary to predict the Hunt effect (increase in perceived colorfulness with luminance)

and the Stevens effect (increase in perceived image contrast with luminance).61

The image and the adapting “white” image are processed through a von Kries chromatic

adaptation transform. The form of this transform is identical to that used in CIECAM02,48 except that the

adapting white is spatially variable. After adaptation the image is transformed into the IPT color space,

using the equations described in 7.6.1. One important variation from the traditional IPT space is the use of

a spatially modulated exponent value combined with the 0.43 exponent in Equation 31. The low-passed

luminance image is used to calculate this spatially varying exponent. This is very similar in nature to the

low-pass masking function of the local contrast detection module described in Section 7.4 above.

The IPT space serves as a uniform opponent color space, where I is the Lightness channel, P is

roughly analogous to a red-green channel, and T a blue-yellow channel. Through a rectangular-to-

cylindrical conversion it is possible to calculate chroma, and hue angle correlates.

11.1 ICAM Image Difference Calculations

As iCAM evolved partially from the research leading up to the modular image difference framework, it

also serves as metric of image difference calculations. The modules described above can easily be used in

the iCAM framework. It is generally unnecessary to use the local contrast metric, as that is embedded into

the model already.

The workflow for image difference calculations is similar to that for the standard iCAM model,

using two images as input instead of a single. These images are processed through the spatially dependent

chromatic adaptation transform before transformed into the IPT space. It is after the chromatic adaptation

that the image difference modules are applied. Recall from Section 7.1 that the spatial filtering needs to

be performed in an opponent color space. The IPT space itself can be used for these purposes, though it is

necessary to not use the exponents to perform linear filtering. The spatial filtering, spatial frequency

adaptation, and spatial localization are all performed in this linearized IPT space. These data are then

transformed back to RGB signals for the local contrast tone-reproduction. The images are finally

converted back into the non-linear IPT space for color difference calculations.
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Since the IPT space was designed to be a uniform color space, specifically in the hue dimensions,

color differences can be calculated using a simple Euclidean distance metric:

† 

Dim = DI2 + DP 2 + DT 2 (36)

The iCAM image difference predictions for the Sharpness Experiment and Print Experiment are shown in

Figures 115 and 116 respectively.
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iCAM Prediction of Sharpness Experiment
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Figure 115. iCAM Image Difference Predictions of Sharpness Experiment

iCAM Prediction of Portrait Grain
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iCAM Prediction of Portrait Grain
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Figure 116. iCAM Image Difference Predictions of Print Experiment

The iCAM image differences do a very respectable job predicting the experimental data for both the

Sharpness and Print datasets. It should not be surprising that the predictions are slightly worse than the

cascaded image difference metric described above. The CIE color difference equations have had years of

testing and refinement, while the IPT space has not been tested as thoroughly. It should be easy to extend

the IPT color difference equations in similar manner as the CIE DE94.59 Another important consideration is

the spatial filters, and specifically the opponent color space these filters are applied in. The filters

described in Sections 4.1 and 7.1 are based on the S-CIELAB equations, and are designed for use in a
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specific experimentally defined color space.24 It might be necessary to slightly modify the filters for

application in the IPT space.

11.2 ICAM Summary

This section has introduced a first generation image color appearance model, which is essentially a

marriage of traditional color appearance models with the modular image difference framework described

in this dissertation. This type of image appearance model forms a new direction for research, with the

ultimate goal of a model capable of predicting spatially complex appearance correlates, such as lightness,

chroma, hue, sharpness, graininess, and contrast. It is thought that these correlates can be used as a basis

for a device-independent metric for image quality.
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12 Conclusions

The fundamental focus of this dissertation can be described as the measurement of images, or specifically

the measurement of the perception of images. One of the goals is the measurement of overall image

quality. Image quality is ultimately a human reaction towards, or perception, of spatially complex stimuli.

Thus, the measurement of image quality is essentially a measurement of image appearance. This research

has focused on the creation of computational models capable of predicting the perception of images, for

use in image quality modeling.

Sections 1-5 outline some of the historical methods for measuring image perception and quality.

These methods can be divided into two distinct categories, device-dependent and device-independent.

Device-dependent image quality models correlate human perceptions such as sharpness, graininess, and

contrast with specific imaging system attributes. This is accomplished through extensive psychophysical

experimentation along with in-depth knowledge of the imaging system. These techniques have been used

with varying degrees of success, and are generally most useful when designing and evaluating complete

systems. The device-dependent models, as the name implies, are only valid for a single imaging device.

Change the device and a new image quality model must be developed.

Device-independent techniques use the information contained within the images themselves to

characterize the imaging system, so there is typically no need for knowledge of where the images came

from for these types of models. These techniques generally rely on modeling of the human visual system

to aid in prediction. The first types of device-independent models are threshold models of image

differences, as described in Sections 3-5. These models are used to predict whether or not there is a

perceived difference between two image pairs. This provides a first step towards modeling image quality,

as if an observer cannot see a difference between two images then the images must be of identical quality.

The next stage in device-independent modeling is the creation of a model capable of predicting

magnitudes, and not just thresholds, of differences. It is towards this goal that the majority of this research

has been focused. A modular framework for developing a color image difference model has been

developed and described. This framework has been designed to be simple and flexible, and built upon

traditional color difference equations. These traditional equations were designed to predict magnitude

color difference for simple color patches, on uniform backgrounds. The modular framework is designed

to extend these models for spatial complex stimuli such as images. Several independent modules have

been described that account for spatial filtering, adaptation, and localization, as well as local and global

contrast changes.
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This framework has been tested using a series of psychophysical experiments that have been

described in Section 8. A soft-copy sharpness experiment testing the effects of resolution, contrast, noise

and spatial filtering was used to test the strengths and weakness of the individual modules. Two

independent datasets were used to verify the sharpness experiment. The image difference metric was

shown to be successful in predicting the general trend of these datasets.

The image difference framework is capable of predicting magnitudes of perceived differences,

but not directions of them. That is to say, the model is incapable of determining the cause of the

difference, or whether or not the difference results in a better or worse image. To do this it is necessary to

measure the appearance of the images. The independent nature of the modules in the image difference

framework begins to allow for this type of measurement. The output from several of individual the

modules were shown to predict the causes of perceived differences, such as changes in resolution,

contrast, and spatial filtering.

The next stage in measurement is the ability to predict the appearance of, not just the difference

between, images. An image appearance model extends traditional color appearance models in a similar

manner that an image difference model extends traditional color difference equations. A first generation

of an image appearance model, iCAM, was introduced in Section 11. iCAM evolved from the modular

color image difference framework and the IPT uniform color space.

A model capable of predicting the appearance of spatially complex image stimuli can then be

used in the final stage of image measurement, or the measurement of overall image quality. Just as a color

appearance model adds the correlates of lightness, chroma, and hue to a color difference equation, an

image appearance model adds correlates such as sharpness, contrast, and graininess. It is hoped that in the

future this type of image appearance correlates can be used to create a device-independent metric for

overall image quality.
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A. Psychophysical Results

Sharpness Experiment: Combined Results

Image Name Z-Score RankImage Name Z-score Rank
300+10n+1.2+s 2.63 1150+20n+s 0.13 37
300+20n+1.2+s 2.42 2150+30n+s 0.08 38
300+1.2+s 2.21 3150+30n+1.2+s -0.04 39
300+1.1+s 2.05 4150dpi -0.04 40
300+10n+1.1+s 2.04 5150+20n+1.2 -0.04 41
300+30n+1.2+s 2.01 6150+20n+1.1 -0.04 42
300+10n+s 1.93 7150+10n -0.13 43
300+20n+1.1+s 1.86 8150+30n+1.1+s -0.35 44
300+1.2 1.83 9150+20n -0.47 45
300+10n+1.2 1.80 10150+30n+1.2 -0.51 46
300+10n+1.1 1.77 11150+30n+1.1 -0.57 47
300+1.1 1.74 12150+30n -0.90 48
300+20n+s 1.74 13100+s -1.11 49
300+20n+1.2 1.67 14100+1.2+s -1.29 50
300+30n+s 1.65 15100+1.1+s -1.42 51
300+20n+1.1 1.64 16100+10n+1.2+s -1.43 52
orig 1.57 17100+10n+1.1+s -1.47 53
300+30n+1.1+s 1.53 18100+10n+s -1.53 54
300+30n+1.1 1.39 19100+20n+1.2+s -1.68 55
300+20n 1.34 20100+20n+1.1+s -1.71 56
300+30n+1.2 1.34 21100+1.1 -1.74 57
300+10n 1.32 22100+1.2 -1.79 58
300+30n 1.08 23100+10n+1.1 -1.81 59
150+10n+1.2+s 1.03 24100+20n+s -1.82 60
150+s 1.02 25100+10n+1.2 -1.84 61
150+1.2+s 0.82 26100+10n -1.98 62
150+1.1+s 0.75 27100dpi -2.06 63
300+s 0.75 28100+30n+s -2.09 64
150+10n+1.1+s 0.72 29100+20n+1.1 -2.10 65
150+20n+1.2+s 0.61 30100+20n+1.2 -2.12 66
150+10n+s 0.46 31100+20n -2.19 67
150+1.2 0.42 32100+30n+1.2+s -2.23 68
150+1.1 0.41 33100+30n+1.1+s -2.32 69
150+10n+1.2 0.38 34100+30n+1.2 -2.53 70
150+10n+1.1 0.33 35100+30n -2.66 71
150+20n+1.1+s 0.25 36100+30n+1.1 -2.70 72
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Sharpness Experiment: Cow Images

Image Name Z-Score RankImage Name Z-score Rank
300+1.2 2.50 1150+10n+1.1+s -0.04 37
300+20n+1.2+s 2.43 2150+1.1+s -0.04 38
300+10n+1.2 2.42 3150+30n+1.2 -0.07 39
300+1.1 2.42 4150+10n -0.07 40
300+10n+1.2+s 2.37 5150dpi -0.14 41
300+10n+1.1 2.36 6150+1.2+s -0.15 42
300+20n+1.1 2.18 7150+20n+1.1+s -0.32 43
300+20n+1.2 1.92 8150+20n -0.37 44
300+30n+1.2 1.84 9150+10n+s -0.44 45
300+30n+1.1 1.76 10150+30n -0.52 46
300+30n+1.2+s 1.75 11150+30n+1.1+s -0.75 47
300+30n+s 1.58 12150+20n+s -0.78 48
orig 1.21 13100+30n+s -0.90 49
150+1.2 1.08 14100+1.2+s -0.92 50
150+s 1.06 15100+1.1+s -1.00 51
150+1.1 1.00 16100+10n+s -1.09 52
300+1.2+s 0.89 17100+10n+1.2+s -1.11 53
300+10n+1.1+s 0.89 18100+10n+1.1+s -1.21 54
300+1.1+s 0.88 19100+1.1 -1.33 55
300+10n 0.86 20100+20n+1.1+s -1.37 56
300+10n+s 0.84 21100+20n+s -1.37 57
300+20n 0.81 22100+10n+1.1 -1.40 58
150+10n+1.2+s 0.81 23100+10n -1.45 59
150+10n+1.1 0.80 24100+1.2 -1.45 60
150+10n+1.2 0.74 25100+10n+1.2 -1.55 61
150+30n+s 0.70 26100dpi -1.65 62
300+20n+1.1+s 0.69 27100+20n+1.2+s -1.66 63
300+20n+s 0.61 28100+30n+1.2+s -1.85 64
300+30n+1.1+s 0.59 29100+30n+1.1+s -1.87 65
150+20n+1.2 0.54 30100+20n -1.88 66
300+30n 0.47 31100+20n+1.1 -1.88 67
150+20n+1.2+s 0.43 32100+20n+1.2 -1.98 68
150+20n+1.1 0.42 33100+30n -2.08 69
100+s 0.01 34300+s -2.13 70
150+30n+1.1 -0.01 35100+30n+1.2 -2.47 71
150+30n+1.2+s -0.02 36100+30n+1.1 -2.52 72
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 Sharpness Experiment: Bear Images

Image Name Z-Score RankImage Name Z-score Rank
300+10n+1.1+s 2.08 1150+1.1 -0.09 37
300+20n+s 2.03 2150+30n+1.1+s -0.17 38
300+1.1+s 2.01 3150+10n+1.2 -0.18 39
300+1.2+s 1.98 4150+10n+1.1 -0.19 40
300+20n+1.1+s 1.97 5150+1.2 -0.21 41
300+10n+1.2+s 1.92 6150+20n -0.25 42
300+10n+s 1.90 7150+30n+1.2+s -0.28 43
300+20n+1.2+s 1.89 8150+20n+1.1 -0.53 44
300+s 1.66 9150+20n+1.2 -0.54 45
300+30n+1.2+s 1.48 10150+30n+1.1 -0.77 46
300+30n+1.1+s 1.38 11100+1.2+s -0.77 47
300+30n+s 1.31 12100+10n+1.2+s -0.82 48
orig 1.17 13100+1.1+s -0.82 49
150+10n+1.1+s 1.13 14150+30n -0.83 50
150+1.1+s 1.12 15100+10n+1.1+s -0.87 51
300+20n 1.11 16100+s -0.89 52
150+s 1.03 17100+10n+s -0.90 53
150+1.2+s 0.99 18100+20n+1.2+s -0.96 54
150+10n+s 0.97 19100+20n+s -0.96 55
300+10n 0.92 20150+30n+1.2 -1.04 56
300+1.1 0.87 21100+20n+1.1+s -1.10 57
300+1.2 0.85 22100+10n+1.1 -1.23 58
300+10n+1.1 0.84 23100+10n -1.33 59
150+20n+s 0.80 24100+1.1 -1.41 60
300+30n 0.79 25100+10n+1.2 -1.43 61
300+20n+1.1 0.78 26100+1.2 -1.44 62
300+20n+1.2 0.70 27100+20n+1.1 -1.44 63
150+10n+1.2+s 0.69 28100+20n+1.2 -1.50 64
300+10n+1.2 0.63 29100+20n -1.55 65
150+20n+1.1+s 0.51 30100dpi -1.62 66
300+30n+1.1 0.51 31100+30n+1.1+s -1.71 67
150+20n+1.2+s 0.35 32100+30n+s -1.79 68
300+30n+1.2 0.19 33100+30n+1.2+s -1.85 69
150+30n+s -0.03 34100+30n -2.23 70
150dpi -0.06 35100+30n+1.1 -2.30 71
150+10n -0.08 36100+30n+1.2 -2.37 72
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Sharpness Experiment: Cypress Images

Image Name Z-Score RankImage Name Z-score Rank
300+1.2+s 2.31 1150+10n+1.1 -0.07 37
300+10n+1.2+s 2.23 2150+20n+1.2 -0.11 38
300+10n+1.1+s 2.14 3150dpi -0.19 39
300+10n+s 1.99 4150+30n+1.2+s -0.23 40
300+20n+1.1+s 1.95 5150+10n -0.26 41
300+20n+1.2+s 1.85 6150+30n+1.1+s -0.30 42
300+s 1.81 7150+20n+1.1 -0.33 43
300+20n+s 1.78 8150+20n -0.41 44
300+1.1+s 1.74 9150+30n+1.1 -0.47 45
300+30n+1.2+s 1.57 10150+30n+1.2 -0.49 46
300+30n+1.1+s 1.52 11150+30n+s -0.56 47
300+1.2 1.43 12150+30n -0.78 48
orig 1.41 13100+1.1+s -0.81 49
300+10n+1.2 1.34 14100+1.2+s -0.89 50
300+30n+s 1.26 15100+10n+1.2+s -0.96 51
300+10n+1.1 1.22 16100+10n+1.1+s -1.06 52
300+20n 1.21 17100+s -1.07 53
300+20n+1.1 1.16 18100+20n+1.2+s -1.14 54
300+20n+1.2 1.15 19100+1.1 -1.19 55
300+1.1 1.07 20100+10n+s -1.31 56
300+10n 1.05 21100+10n+1.2 -1.35 57
150+1.2+s 0.99 22100+20n+1.1+s -1.37 58
300+30n+1.1 0.96 23100+1.2 -1.40 59
150+1.1+s 0.91 24100+10n+1.1 -1.53 60
300+30n+1.2 0.81 25100+20n+1.2 -1.57 61
150+10n+1.2+s 0.76 26100+20n+s -1.62 62
300+30n 0.68 27100+10n -1.65 63
150+10n+1.1+s 0.66 28100+20n+1.1 -1.75 64
150+s 0.56 29100dpi -1.76 65
150+20n+1.2+s 0.51 30100+20n -1.83 66
150+10n+s 0.45 31100+30n+1.2+s -1.86 67
150+20n+1.1+s 0.21 32100+30n+s -1.88 68
150+10n+1.2 0.18 33100+30n+1.1+s -1.91 69
150+20n+s 0.12 34100+30n+1.2 -2.12 70
150+1.2 0.03 35100+30n -2.36 71
150+1.1 -0.04 36100+30n+1.1 -2.43 72
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Sharpness Experiment: Cypress Images

Image Name Z-Score RankImage Name Z-score Rank
300+1.2+s 2.28 1150+20n+1.2 0.11 37
300+10n+1.2+s 2.22 2150+10n+1.1 0.10 38
300+10n+1.1+s 2.17 3150+10n -0.10 39
300+20n+1.2+s 2.02 4150+30n+1.2+s -0.11 40
300+1.1+s 2.00 5150dpi -0.14 41
300+20n+1.1+s 1.85 6150+30n+1.2 -0.17 42
300+10n+s 1.71 7150+20n+1.1 -0.23 43
300+30n+1.2+s 1.68 8150+30n+s -0.29 44
300+s 1.66 9150+30n+1.1+s -0.30 45
300+20n+1.2 1.63 10150+30n+1.1 -0.32 46
300+10n+1.2 1.58 11150+20n -0.42 47
orig 1.52 12150+30n -0.74 48
300+1.2 1.49 13100+1.2 -1.06 49
300+30n+1.1+s 1.47 14100+1.1+s -1.11 50
300+10n+1.1 1.39 15100+10n+1.2+s -1.20 51
300+20n+s 1.34 16100+10n+1.1+s -1.22 52
300+1.1 1.25 17100+1.2+s -1.22 53
300+30n+1.1 1.14 18100+20n+1.2 -1.32 54
300+20n+1.1 1.10 19100+20n+1.2+s -1.39 55
300+30n+1.2 1.08 20100+20n+1.1 -1.40 56
300+30n+s 1.08 21100+10n+s -1.41 57
300+10n 0.96 22100+10n+1.2 -1.43 58
300+20n 0.93 23100+1.1 -1.45 59
150+1.2+s 0.81 24100+10n+1.1 -1.50 60
150+10n+1.2+s 0.77 25100+20n+1.1+s -1.57 61
300+30n 0.56 26100dpi -1.60 62
150+1.1+s 0.53 27100+s -1.63 63
150+20n+1.2+s 0.38 28100+10n -1.73 64
150+10n+1.1+s 0.36 29100+20n+s -1.73 65
150+1.2 0.35 30100+30n+1.2+s -1.79 66
150+10n+1.2 0.33 31100+20n -1.86 67
150+20n+1.1+s 0.28 32100+30n+1.2 -1.86 68
150+10n+s 0.28 33100+30n+1.1+s -1.90 69
150+1.1 0.20 34100+30n+1.1 -2.15 70
150+20n+s 0.16 35100+30n -2.18 71
150+s 0.13 36100+30n+s -2.38 72
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Contrast Experiment: Lightness Manipulation Z-Scores

Manip name wakeboarder veggies pyramid dinner couple Average

dec_sig_15 -0.77 -0.60 -0.90 -1.17 -1.34 -2.72

dec_sig_20 -0.21 -0.35 -0.53 -0.57 -0.80 -1.71

dec_sig_25 -0.22 -0.08 -0.35 -0.32 -0.20 -1.68

gma_0.900 -2.67 -2.61 -2.79 -3.08 -2.45 -1.22

gma_0.950 -1.74 -1.77 -1.77 -1.64 -1.63 -0.95

gma_1.00 0.12 0.22 0.08 0.33 -0.01 -0.74

gma_1.05 1.15 1.33 1.41 1.47 1.40 -0.49

hist_equal 1.24 1.38 1.42 -0.07 1.68 -0.31

inc_sig_10 1.53 1.44 1.58 1.91 1.71 -0.23

inc_sig_15 0.85 0.82 0.92 1.29 1.09 0.15

inc_sig_20 0.60 0.48 0.56 0.83 0.87 0.46

inc_sig_25 0.40 0.51 0.35 0.68 0.52 0.49

lin_0.0500 -0.34 -0.50 -0.24 -0.17 -0.32 0.67

lin_-0.0500 0.51 0.35 0.49 0.61 0.31 0.88

lin_0.100 -0.76 -0.80 -0.65 -0.70 -0.78 0.99

lin_-0.100 0.82 0.90 0.91 1.12 0.65 1.12

lin_0.150 -1.17 -1.22 -1.15 -1.32 -1.21 1.13

lin_-0.150 1.09 1.18 1.21 1.27 0.85 1.19

lin_0.200 -1.61 -1.71 -1.67 -1.79 -1.61 1.35

lin_-0.200 1.21 1.04 1.12 1.32 1.25 1.63
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Contrast Experiment: Lightness Manipulation Z-Scores

Manip name wakeboarder veggies pyramid dinner couple Average

0s -1.52 -1.39 -1.27 -1.59 -1.59 -1.47

25s -0.87 -1.10 -0.67 -1.38 -1.00 -1.00

50s -0.63 -0.84 -0.46 -1.24 -0.33 -0.70

75s -0.08 -0.17 -0.11 -0.03 0.11 -0.06

100s 0.03 0.22 0.08 0.28 0.24 0.17

150s 0.59 0.78 0.67 0.93 0.84 0.76

200s 1.27 1.10 0.77 1.48 0.83 1.09

250s 1.13 1.40 0.99 1.55 0.90 1.19

Contrast Experiment: Chroma Manipulation Z-Scores

Chroma Scale wakeboarder veggies pyramid dinner couple Average

0 -0.86 -0.89 -0.82 -1.09 -0.80 -1.47

0.2 -1.54 -1.47 -1.41 -1.33 -1.73 -1.00

0.4 -0.56 -1.13 -0.80 -0.77 -0.85 -0.70

0.6 -0.41 0.09 -0.38 0.41 -0.28 -0.06

0.8 0.72 0.77 0.69 0.70 0.97 0.17

1 1.26 1.48 1.37 0.67 1.16 0.76

1.2 1.40 1.15 1.36 1.40 1.54 1.09
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Print Experiment: Image QUALITY, Portrait, RIT Data

Image Manipulation Rank Z-Score

iso320_freq1_diam_noise2 1 -0.78
iso320_freq2_rect_noise0 2 -0.67
iso320_freq1_rect_noise2 3 -0.66
iso320_freq2_rect_noise2 4 -0.66
iso320_freq2_diam_noise0 5 -0.63
iso320_freq1_rect_noise0 6 -0.59
iso320_freq2_diam_noise2 7 -0.56
iso320 8 -0.48
iso320_freq1_diam_noise0 9 -0.31
iso1600_freq2_rect_noise2 10 0.38
iso1600_freq2_diam_noise0 11 0.45
iso1600_freq2_rect_noise0 12 0.48
iso1600 13 0.51
iso1600_freq1_rect_noise2 14 0.54
iso1600_freq1_rect_noise0 15 0.56
iso1600_freq1_diam_noise0 16 0.64
iso1600_freq1_diam_noise2 17 0.84
iso1600_freq2_diam_noise2 18 0.95

Print Experiment: Image SHARPNESS, Portrait, RIT Data

Image Manipulation Rank Z-Score

iso320_freq2_diam_noise2 1 -1.08
iso320_freq1_diam_noise2 2 -0.85
iso320_freq1_rect_noise0 3 -0.76
iso320_freq2_diam_noise0 4 -0.55
iso320_freq2_rect_noise0 5 -0.54
iso320_freq1_diam_noise0 6 -0.43
iso320_freq1_rect_noise2 7 -0.41
iso320_freq2_rect_noise2 8 -0.40
iso320 9 -0.16
iso1600_freq1_diam_noise2 10 0.20
iso1600_freq1_rect_noise0 11 0.41
iso1600_freq1_rect_noise2 12 0.49
iso1600_freq2_diam_noise2 13 0.60
iso1600_freq2_rect_noise0 14 0.61
iso1600 15 0.68
iso1600_freq2_rect_noise2 16 0.71
iso1600_freq1_diam_noise0 17 0.73
iso1600_freq2_diam_noise0 18 0.76
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Print Experiment: Image GRAININESS, Portrait, RIT Data

Image Manipulation Rank Z-Score

iso1600_freq2_diam_noise2 1 -0.96
iso1600_freq1_diam_noise2 2 -0.94
iso1600_freq1_rect_noise2 3 -0.59
iso1600_freq2_rect_noise2 4 -0.57
iso1600 5 -0.54
iso1600_freq1_diam_noise0 6 -0.46
iso1600_freq2_rect_noise0 7 -0.41
iso1600_freq1_rect_noise0 8 -0.39
iso1600_freq2_diam_noise0 9 -0.38
iso320_freq1_diam_noise2 10 0.30
iso320_freq2_diam_noise2 11 0.48
iso320_freq1_rect_noise2 12 0.58
iso320 13 0.60
iso320_freq2_rect_noise2 14 0.61
iso320_freq2_rect_noise0 15 0.62
iso320_freq1_diam_noise0 16 0.62
iso320_freq1_rect_noise0 17 0.65
iso320_freq2_diam_noise0 18 0.77

Print Experiment: Image QUALITY, Portrait, Fuji Data

Image Manipulation Rank Z-Score

iso320_freq2_diam_noise2 1 0.00
iso320_freq2_rect_noise2 2 0.07
iso320_freq1_diam_noise2 3 0.30
iso320_freq1_rect_noise2 4 0.67
iso320 5 0.82
iso320_freq2_rect_noise0 6 1.12
iso320_freq1_rect_noise0 7 1.20
iso320_freq1_diam_noise0 8 1.42
iso320_freq2_diam_noise0 9 1.57
iso1600_freq1_diam_noise0 10 3.46
iso1600 11 3.68
iso1600_freq1_rect_noise0 12 3.90
iso1600_freq2_rect_noise0 13 4.05
iso1600_freq2_diam_noise0 14 4.43
iso1600_freq1_rect_noise2 15 4.65
iso1600_freq2_rect_noise2 16 4.88
iso1600_freq1_diam_noise2 17 5.10
iso1600_freq2_diam_noise2 18 5.17
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Print Experiment: Image SHARPNESS, Portrait, Fuji Data

Image Manipulation Rank Z-Score

iso320_freq1_diam_noise2 1 0.00
iso320_freq2_diam_noise2 2 0.07
iso320_freq2_rect_noise2 3 0.62
iso320_freq1_rect_noise2 4 0.99
iso1600_freq1_diam_noise2 5 1.14
iso1600_freq2_diam_noise2 6 1.29
iso1600_freq2_rect_noise2 7 1.83
iso1600_freq1_rect_noise2 8 2.13
iso320 9 2.20
iso1600 10 2.66
iso320_freq1_rect_noise0 11 2.66
iso1600_freq1_rect_noise0 12 2.74
iso1600_freq1_diam_noise0 13 2.81
iso320_freq1_diam_noise0 14 2.88
iso1600_freq2_rect_noise0 15 2.96
iso320_freq2_rect_noise0 16 3.11
iso320_freq2_diam_noise0 17 4.29
iso1600_freq2_diam_noise0 18 4.37

Print Experiment: Image GRAININESS, Portrait, Fuji Data

Image Manipulation Rank Z-Score

iso320_freq2_rect_noise0 1 0.00
iso320_freq1_diam_noise0 2 0.00
iso320_freq2_diam_noise0 3 0.07
iso320_freq1_rect_noise0 4 0.30
iso320 5 0.67
iso320_freq1_rect_noise2 6 1.30
iso320_freq2_rect_noise2 7 1.68
iso320_freq2_diam_noise2 8 2.22
iso320_freq1_diam_noise2 9 2.45
iso1600 10 4.35
iso1600_freq2_rect_noise0 11 4.42
iso1600_freq1_rect_noise0 12 4.57
iso1600_freq2_diam_noise0 13 4.57
iso1600_freq1_diam_noise0 14 4.57
iso1600_freq1_rect_noise2 15 4.87
iso1600_freq2_rect_noise2 16 5.17
iso1600_freq1_diam_noise2 17 6.52
iso1600_freq2_diam_noise2 18 6.52
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Print Experiment: Image QUALITY, Ship, RIT Data

Image Manipulation Rank Z-Score

iso320_freq1_rect_noise2 1 -0.87
iso320_freq2_diam_noise2 2 -0.85
iso320_freq2_diam_noise0 3 -0.82
iso320_freq1_diam_noise2 4 -0.65
iso320_freq1_diam_noise0 5 -0.55
iso320 6 -0.45
iso320_freq2_rect_noise2 7 -0.44
iso320_freq2_rect_noise0 8 -0.40
iso320_freq1_rect_noise0 9 -0.40
iso1600_freq1_rect_noise0 10 0.52
iso1600_freq2_rect_noise2 11 0.54
iso1600 12 0.54
iso1600_freq2_rect_noise0 13 0.58
iso1600_freq1_rect_noise2 14 0.59
iso1600_freq1_diam_noise0 15 0.64
iso1600_freq2_diam_noise2 16 0.64
iso1600_freq2_diam_noise0 17 0.68
iso1600_freq1_diam_noise2 18 0.69

Print Experiment: Image SHARPNESS, Ship, RIT Data

Image Manipulation Rank Z-Score

iso320_freq1_diam_noise2 1 -1.21
iso320_freq2_diam_noise2 2 -1.13
iso320_freq1_rect_noise2 3 -0.81
iso320_freq2_diam_noise0 4 -0.49
iso1600_freq2_rect_noise2 5 -0.47
iso1600_freq1_diam_noise2 6 -0.33
iso1600_freq2_diam_noise2 7 -0.32
iso320_freq1_rect_noise0 8 0.06
iso320_freq2_rect_noise0 9 0.20
iso320_freq2_rect_noise2 10 0.25
iso1600_freq1_rect_noise2 11 0.28
iso320 12 0.29
iso1600_freq2_rect_noise0 13 0.33
iso320_freq1_diam_noise0 14 0.41
iso1600_freq1_rect_noise0 15 0.53
iso1600_freq1_diam_noise0 16 0.63
iso1600 17 0.83
iso1600_freq2_diam_noise0 18 0.94
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Print Experiment: Image GRAININESS, Ship, RIT Data

Image Manipulation Rank Z-Score

iso1600_freq2_diam_noise2 1 -1.01
iso1600_freq1_diam_noise2 2 -0.77
iso1600_freq1_rect_noise2 3 -0.66
iso1600_freq2_rect_noise0 4 -0.57
iso1600_freq2_rect_noise2 5 -0.52
iso1600_freq1_diam_noise0 6 -0.49
iso1600 7 -0.39
iso1600_freq2_diam_noise0 8 -0.36
iso1600_freq1_rect_noise0 9 -0.34
iso320_freq1_diam_noise2 10 0.26
iso320_freq2_rect_noise2 11 0.31
iso320_freq2_diam_noise2 12 0.32
iso320 13 0.59
iso320_freq2_diam_noise0 14 0.62
iso320_freq1_diam_noise0 15 0.68
iso320_freq2_rect_noise0 16 0.75
iso320_freq1_rect_noise0 17 0.77
iso320_freq1_rect_noise2 18 0.81

Print Experiment: Image QUALITY, Ship, Fuji Data

Image Manipulation Rank Z-Score

iso320_freq1_rect_noise2 1 0.00
iso320_freq2_diam_noise0 2 0.30
iso320_freq1_diam_noise2 3 0.52
iso320_freq2_diam_noise2 4 0.75
iso320_freq1_rect_noise0 5 1.12
iso320_freq1_diam_noise0 6 1.12
iso320 7 1.27
iso320_freq2_rect_noise0 8 1.35
iso320_freq2_rect_noise2 9 1.65
iso1600_freq2_rect_noise2 10 2.19
iso1600_freq1_rect_noise0 11 2.26
iso1600_freq1_rect_noise2 12 2.33
iso1600_freq2_rect_noise0 13 2.48
iso1600_freq2_diam_noise0 14 2.48
iso1600 15 2.48
iso1600_freq1_diam_noise0 16 2.63
iso1600_freq1_diam_noise2 17 2.93
iso1600_freq2_diam_noise2 18 3.23
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Print Experiment: Image SHARPNESS, Ship, Fuji Data

Image Manipulation Rank Z-Score

iso320_freq1_diam_noise2 1 0.00
iso320_freq2_diam_noise2 2 0.22
iso320_freq1_rect_noise2 3 0.68
iso320_freq2_diam_noise0 4 0.76
iso1600_freq1_diam_noise2 5 1.05
iso1600_freq2_diam_noise2 6 1.43
iso1600_freq1_rect_noise2 7 1.58
iso1600_freq2_rect_noise2 8 1.65
iso320_freq1_rect_noise0 9 2.58
iso320_freq1_diam_noise0 10 3.12
iso320 11 3.20
iso320_freq2_rect_noise0 12 3.27
iso320_freq2_rect_noise2 13 3.65
iso1600_freq1_rect_noise0 14 3.87
iso1600_freq2_diam_noise0 15 4.10
iso1600_freq2_rect_noise0 16 4.17
iso1600 17 4.32
iso1600_freq1_diam_noise0 18 4.39

Print Experiment: Image GRAININESS, Ship, Fuji Data

Image Manipulation Rank Z-Score

iso320 1 0.00
iso320_freq2_rect_noise0 2 0.15
iso320_freq1_diam_noise0 3 0.37
iso320_freq2_rect_noise2 4 0.37
iso320_freq1_rect_noise0 5 0.52
iso320_freq1_rect_noise2 6 1.06
iso320_freq2_diam_noise0 7 1.21
iso320_freq1_diam_noise2 8 2.14
iso320_freq2_diam_noise2 9 2.29
iso1600 10 4.19
iso1600_freq1_diam_noise0 11 4.34
iso1600_freq2_rect_noise0 12 4.41
iso1600_freq2_diam_noise0 13 4.56
iso1600_freq1_rect_noise0 14 4.71
iso1600_freq1_rect_noise2 15 5.64
iso1600_freq2_rect_noise2 16 5.71
iso1600_freq2_diam_noise2 17 6.53
iso1600_freq1_diam_noise2 18 6.60
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B. Pseudocode Algorithm Implementation
// A pseudocode representation of the modular image difference

// metric.

// First read in the RGB input images. Assume they are lossless

// Tiff images.

rgbImage1 = read_tiff('example1.tif')

rgbImage2 = read_tiff('example2.tif')

// Get the image size

imSizeX = size(rgbImage1, xDim)

imSizeY = size(rgbImage1, yDim)

// We must linearize the rgb images using a series of 3 1D luts

linRGBim1 = linearImage(rgbImage1)

linRGBim2 = linearImage(rgbImage2)

// Now convert the linearized RGB images into CIE 1931 XYZ using

// a 3x3 Matrix measured from a display

rgb2xyz = [[41.384, 22.155, .487], $

            [25.053, 51.424, 5.438], $

            [11.014, 9.743, 56.089]]

xyzImage1 = linRGBim1##rgb2xyz

xyzImage2 = linRGBim1##rgb2xyz

// The XYZ images will be used for the remainder of the analysis.

// We also need a transformation from XYZ tristimulus space to

// Wandell's AC1C2 space.

xyz2acc = [[ [278.7336, 721.8031,-106.5520], $

            [-448.7736, 289.8056,  77.1569], $

            [85.9513,-589.9859, 501.1089] ] / 1000.0

// Transform the XYZ images into ACC space
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accImage1 = xyzImage1##xyz2acc

accImage2 = xyzImage2##xyz2acc

// Next we need to get the contrast sensitivity functions (CSF)

// Assume there is a function that returns the correct functions.

// We also need to know the cycles-per-degree of visual angle

// of the display device

cyclesPerDeg = 60

CSF = getCSF(imSizeX, imSizeY, cyclesPerDeg, /Movshon)

// There are several choices of contrast sensitivity functions

// such as Movshon, Daly, or Barten so the last flag would

// specify which function is desired

// If frequency boosting, aka Spatial Localization is desired then

// We can specify that now. Specify the location in CPD and width

// of a Gaussian boost

FreqBoost = getBoost(center=30, width=10)

// Cascade the CSF with the Freq Boost

CSF = CSF*FreqBoost

// Next we need to convert the ACC images into the frequency domain

// using a fast fourier transform

fftIm1 = fft(accImage1, /forward)

fftIm2 = fft(accImage2, /forward)

// The CSF can also be manipulated using spatial frequency adaptation

// at this point.

// for image independent adaptation we divide the luminance CSF by

(1/f)^(1/3)

CSF.luminance = CSF.luminance * CSF/(1/f)^(1/3)

// for image independent adaptation we first need to smooth the A channel of
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// the image with a Lee filter, and raise that to an exponent

adapt1 = ( leeFilter(fftIm1.a) )^(1/3)

adapt2 = ( leeFilter(fftIm2.a) )^(1/3)

// Next we divide the luminance CSF by this adapt term

CSF1 = CSF2 = CSF

CSF1.luminance = CSF.luminance/adapt1

CSF2.luminance = CSF.luminance/adapt2

// and multiply the frequency image by the CSF

filtIm1 = fftIm1 * CSF1

filtIm2 = fftIm2 * CSF2

// Convert the filtered frequency image back to the spatial domain

filtACC1 = fft(filtIm1, /inverse)

filtACC2 = fft(filtIm2, /inverse)

// If we did not apply a frequency boost, we can perform the

// spatial localization in the ACC space using a high-pass filter

// such as the sobel

filtACC1 = sobel(filtACC1)

filtACC2 = sobel(filtACC2)

// This is also an ideal stage to perform the local contrast module

// if desired. This local contrast term uses a blurred version of the

// "A" channel to create a local series of tone reproduction curves

// based upon both localized and global contrast differences.

filtACC1 = localContrast(filtACC1)

filtACC2 = localContrast(filtACC2)

// The images need to be transformed back into CIE XYZ tristimulus

// values using the inverse of the matrix described above

filtXYZ1 = filtACC1##inverse(xyz2acc)

filtXYZ2 = filtACC2##inverse(xyz2acc)
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// To calculate color differences we need to go into CIELAB space,

// and as such need a "whitepoint"

rgbWhite = [1, 1, 1]

xyzWhite = rgbWhite##rgb2xyz

// The XYZ images are then converted into CIELAB coordinates

labImage1 = xyz2lab(filtXYZ1, xyzWhite)

labImage2 = xyz2lab(filtXYZ2, xyzWhite)

// From the two CIELAB images we can calculate color differences using

// the CIE color difference equations. This creates an "error image" where

// each pixel represents the perceived color difference at that point.

errorAB = cieDeltaEab(labImage1, labImage2)

error94 = cieDeltaE94(labImage1, labImage2)

error2K = cieDeltaE2K(labImage1, labImage2)

// Finally, error stats can be calculated

meanError = mean(errorAB)

medianError = median(errorAB)

momentError = moment(errorAB)

stdev = sqrt(momentError[2])
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